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Executive Summary 
 

This report presents the framework and implementation of i4driving model development, with a particular focus on 

adhering to coding principles and creating a robust set of simulation models for various testing purposes. The goal 

is to establish a standardized approach that ensures the reliability, accuracy, and maintainability of models, while 

also facilitating the exploration, verification, calibration, and validation of different scenarios. 

Key Highlights: 

1. Purpose and Scope: 

• The primary aim is to adhere to best coding practices, ensuring high-quality code and reliable models. 

• This includes simple to complex simulation models for testing that can be tailored for specific cases 

and scenarios. 

2. Software Model Structure: 

• DSOL, DJUTILS, DJUNITS, OpenTrafficSim (OTS) are software that facilitate the development of 

i4driving simulation software 

3. Coding Principles, Tools and Unit test: 

• Naming Conventions: Clear and consistent naming conventions are followed to enhance the 

readability and maintainability of the code. Variables, functions, and classes are named descriptively 

to reflect their purpose and usage. 

• Error Handling: Robust error handling mechanisms are integrated to manage exceptions and edge 

cases gracefully, ensuring that the models fail safely and provide meaningful error messages. 

• Modularity and Reusability: Code is structured in a modular fashion to promote reusability and reduce 

redundancy. Functions and classes are designed to perform single, well-defined tasks. 

• Test-Driven Development (TDD): Tests are written before the actual code to ensure a clear 

understanding of requirements and to foster a disciplined development approach. 

• External dependencies are provided through maven technology. Maven automates the downloading 

and management of project dependencies. It resolves transitive dependencies, ensuring all necessary 

libraries are included in the build. 

4. Simulation Models: 

• A variety of simulation models are developed, ranging from a simple straight single-lane road to 

elaborate scenarios like T junctions and networks, including road geometry configurations and OD 

demand simulations. 

• These models are used not only for testing but also for exploratory analysis, verification, calibration, 

and validation, ensuring comprehensive evaluation under different conditions. 

5. Integration: 

• Sim0MQ is developed for integration with other software and co-simulation.  

This report details the processes, strategies, and tools employed in developing a robust simulation model suite for 

testing and developing the i4driving software library. By integrating pseudo/proto coding principles and building a 

variety of simulation models, the framework not only ensures high-quality and dependable software models but 

also supports extensive exploration and validation of different scenarios.  
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1 Introduction 

In the i4Driving project, a generic multi-scale framework for microscopic traffic simulation was developed that 
allows simulation of scenarios in which human factors such as perception errors, risk-taking tendencies, and 
distractions among simulated drivers lead to interactions resulting in critical traffic situations or accidents. This 
modelling framework can elucidate and predict the variability and intricacy of human driving behaviours, thereby 
furnishing a reliable and realistic virtual assessment environment for assessing road safety in the context of mixed 
traffic.  

1.1 Deliverable Objectives  

Deliverable 2.2 aims at presenting coding principles of the i4driving simulation software library to ensure the 
integrity and maintainability of the codebase. It is important to clarify that the term ‘suits of unit tests’ in the title of 
this deliverable does not refer to the software development principle of ‘unit testing’, although this is also briefly 
addressed in this document. Instead, it highlights the creation of a comprehensive suite of simulation models 
tailored for various testing purposes, showcasing the versatility and applicability of the i4driving model in diverse 
scenarios.  

1.2 Deliverable Structure  

D2.2 is divided into four main sections as follows:  

• Software Model Structure that explains the software that facilitate the foundation for the development of 
the i4driving model library  

• Coding principles, tools and unit test which explains the error handling, naming conventions, and 
modularity of the models and elaborate on the model structure, main components, and their pseudocodes.  

• Suites of simulation models that explain simulation setup with i4driving model and present suite of demo 
simulation models that can be used for testing and showcasing applicability of the model.   

• Integration which explains co-simulation as an internal property of the i4driving model library that 
facilitates co-simulation and integration with other software.  
 

1.3 Relation to other deliverables 

This deliverable is one of the series of deliverables in WP 2 connected to the development of an integrated 4D 
human driver model under uncertainty. This deliverable uses inputs from previous deliverables D2.1 and D2.4. 
The result from this deliverable is going to be used in succeeding deliverables D2.3 and D2.5 and D2.6 in WP2 as 
well as other work packages in the project. The deliverables related to this document are listed below.  
 
Input from deliverables:  

• D 2.1: i4Driving Framework design & modelling and coding design principle 

• D 2.4: Integrated LC model with social interactions and HF models for perception & response – theory and 
principles 

 
Output to deliverables:  
 

• D 2.3: Incremental versions of i4Driving / software library 

• D 2.5: Integrated LC model with social interactions and HF models for perception & response – verification 
and calibration results 

• D.2.6: Demo integration with CommonRoad library and OTS/AIMSUN/CARLA 

• D 4.5: Open-source library of validated probabilistic human driver behavioural models 

• D 6.5: Human driver models as baseline for PEARS 

• D 6.6: Human driver models as baseline for ADS consumer testing campaigns of ADS 

• D 6.7: Human driver models being used in a mix and constantly evolving traffic ADS testing 

• D 6.8: Human driver models used for the safety and traffic/energy efficiency evaluation 

• D6.9: Human driver models used for the insurance qualification scheme. 
 
D2.4 is the most relevant deliverable that its output provides inputs to this document. In the next section, a 
summary of D2.4 is presented.   



 

1.4 Summary of Deliverable 2.4 

In microscopic traffic simulation models, the driving task is considered a control task where stimulus-response 
processes control vehicles in a virtual environment. In principle, stimulus and response processes are governed 
by an information processing mechanism, in which the simulation environment is observed (perceived) by the 
driver model and translated into stimuli, such as distance gaps and speed differences, and respective responses, 
such as acceleration/deceleration, lane choice/lane-changes/steering and gap-acceptance. Human Factors (HF) 
like fatigue, age, and gender and all relevant mental states, like attention and distraction, and drivers’ traits such 
as skills, aggressiveness, and preferences can play a fundamental role in this mental information processing 
mechanism. 
 
The conceptual framework of the human-driver model disentangles operational collision-free models from all the 
cognitive information processing processes that take place at strategic, tactical levels (see Figure 1-1). This 
separation means that one can easily integrate any collision-free driver models into this framework and therefore 
the framework remains model-independent. Within the cognitive layer, the mental processes leading to driver 
awareness are also disentangled from human factors. This enables explaining inter-/ intra-driver heterogeneity 
both exogenously and endogenously. 
 
The conceptual framework depicted in Figure 1-1 outlines a hierarchical driving process that operates at three 

distinct levels: strategic, tactical, and operational. At the strategic level, drivers make longer-term decisions, such 

as selecting a particular driving path or lane. As the driving task progresses, mid-term decisions arise, such as 

changing lanes to merge onto a different highway or to overtake a slower vehicle. Adjusting desired speed and 

behavioural adaptation are also part of drivers’ tactical decisions. These decisions at the tactical and strategic 

levels ultimately manifest as operational level actions, such as steering, accelerating, or decelerating.  

 
 

 
Figure 1-1: The conceptual framework of the i4Driving human driver model 

To make these decisions, a plethora of cognitive and information processes occur within the driver's brain. An 

abstract representation of these processes is captured through mathematical models in the cognitive layer of the 

human driver model. This cognitive layer encompasses various aspects, including driver awareness, human 

factors, and mental state, that all contribute to the decision-making process. The processes and parameters of the 

cognitive layer enable drivers to respond to stimuli perceived and anticipated from the environment.  

 



 

Based on the above conceptual framework, the core of the modelling of the human driver behaviour in i4driving 

project belongs to the operational and cognitive layer.  

 

The operational level of human driver behaviour includes car following and lane changing models. A car-following 

model is a mathematical representation used to describe how a driver follows a vehicle ahead in a traffic stream. 

These models aim to simulate the behavior and interactions of drivers in a line of vehicles, focusing on aspects 

such as speed, acceleration, and the distance between vehicles. IDM and improved version of IDM is implemented 

as candidates for the i4driving human driver model (Schakel et al, 2012). Lane change is another operational level 

aspect of human driver behavior that controls lateral maneuver of the vehicles in the simulation environment. An 

incentive-based lane changing model LMRS is introduced for the i4driving model library. LMRS utilizes speed 

incentive, route incentive, keep right incentive and social pressure incentive to model mandatory and discretionary 

lane changing (Schakel et al, 2012). 

 

The cognitive layer of the i4driving human driver model uses fundamental diagram of task demand to measure the 

level of mental workload for drivers. The level of task demand and the extend at which the drivers are saturated 

performing driving and non-driving related task can result in the drivers’ perception delay, perception error and 

response adaptation.  

 
Figure 1-2: cognitive layer of the human driver model 
 
For more information about each building block of the cognitive layer, we refer the readers to the D2.4. In the next 
chapters of this deliverable, we are going to elaborate on the implementation principals of the i4driving conceptual 
framework starting with Tools and frameworks. 
 

2 Software model structure 

Human driver models designed in the i4driving project is implemented in Opentrafficsim (OTS). OTS is an open-

source microscopic traffic simulator that aims to bring traffic simulation to a new level by adding cognitive 

processes of drivers from psychology to the traffic flow theory. Figure 2-1 shows an overview of the OTS model 

structure and its dependences.  

 

OTS uses DSOL as the underlying, powerful simulation platform. DSOL takes care of time advance mechanisms, 

discrete-event and continuous simulation, random streams, probability distribution functions, experiment 

management, etc. 

 

OTS uses DJUNITS for a strongly typed unit system for values. For example, it prevents a length scalar to be 

added to a time scalar; if length is divided by time, a speed variable results. Using DJUNITS, this is all checked at 

compile time rather than at run time. 

 

OTS uses DJUTILS as a highly diverse collection of reusable java packages allowing for command line processing, 

data serialization, drawings and standard statistical calculations and many more.   



 

 
Figure 2-1: OpentrafficSim dependencies and model structure 

2.1 Delft Java Utils- DJUTILS 

OTS uses many of the utilities available in DJUTILS, which include: 

• Event producers and listeners 

• Error handling, Throw and Try (compact way to throw exceptions and implement a try code block) 

• Immutable collections (similar to Java collections, but immutable) 

• Means (a few classes to calculate a mean and to which data can be added incrementally) 

• Profile (utility to perform detailed code profiling) 

• Command line interface (allows standardized an easy integration of command line arguments) 

 

The way in which event producers and listeners work is explained below. For further descriptions, see the 

DJUTILS1 website. 

 

2.1.1 Event producers and listeners 

The events between event producers and listeners should not be confused with the events in event-based 

simulation. Here, specific actions that may occur within a Java object can result in events, and any listener that 

registered itself for certain events being produced by certain event producers, will then be notified of the event. 

The following terms apply: 

• Event type; event types define different events. They form an understanding between producer and 

listener with regards to what happened for a specific event, and what sort of information comes with the 

event. All events are defined as public static EventType fields at the producer. Note that the included 

information with the event is not stipulated with the event type, but both producer and listener simply have 

to assume the same information, which is usually mentioned in the Javadoc regarding the static public 

field of the event type. 

• Event producer; classes that implement EventProducer are event producers. This interface has methods 

to add (addListener(…)) and remove (removeListener(…)) listeners. When a certain event occurs, and 

there are listeners for such an event, the event producer creates an event with payload and of a certain 

EventType, which gets send to all the listeners. Classes can extend EventProducer to take care of 

bookkeeping of listeners. This minimizes the effort on the producer to calling fireEvent(…) or 

fireTimedEvent(…). 

 
1 https://djutils.org/manual/ 



 

 

Event producer 

   addListener(…) 

   removeListener(…) 

 

• Event listeners; classes that implement EventListener are event listeners. This interface defines one 

method; notify(…), that event producers use to notify the listeners for a specific event. For producer and 

listener to interact, the listener has to add itself to the producer with addListener(…). 

 

Event listener 

   notify (…) 

 

As an example, some of the interaction that a lane object (event producer) may have with a data sampler (event 

listener) is shown below. When the sampler starts to record data on a specific lane, it adds itself as a listener on 

the lane, for both add and remove events of GTUs on that lane. 

 

     

roadLane.addListener(this, Lane.GTU_ADD_EVENT, ReferenceType.WEAK); 

     roadLane.addListener(this, Lane.GTU_REMOVE_EVENT, ReferenceType.WEAK); 

 

 

Now, whenever a GTU enters or leaves the lane, the sampler will be notified by the lane. In Lane we have the 

following two methods. They fire events through a method of the super class EventProducer.fireTimedEvent(…), 

and provide the payload that comes with the event as an object array. 

 

    public final int addGTU(final LaneBasedGTU gtu,  

            final double fractionalPosition) throws GTUException 

    { 

        … 

        fireTimedEvent(Lane.GTU_ADD_EVENT, new Object[] {gtu.getId(),  

                this.gtuList.size(), getId(), getParentLink().getId()}, 

                gtu.getSimulator().getSimulatorTime()); 

        … 

    } 

 

    public final void removeGTU(final LaneBasedGTU gtu,  

            final boolean removeFromParentLink, final Length position) 

    { 

        … 

        fireTimedEvent(Lane.GTU_REMOVE_EVENT,  

                new Object[] {gtu.getId(), gtu, this.gtuList.size(), position, 

                getId(), getParentLink().getId()},  

                gtu.getSimulator().getSimulatorTime()); 

        … 

    } 

 

The sampler has registered itself as a listener and will be notified. To process the events, the sampler has the 

following code. We leave out the details, but clearly this allows the sampler to respond to the GTU being on the 

lane. And in fact for as long as the GTU is on the lane, the sampler registers itself as a listener for the GTU’s 

LaneBasedGtu.LANEBASED_MOVE_EVENT event, using addListener(…) and removeListener(…) on the GTU. 

This means that every movement step of each GTU on the lane on which data sampling was started, is recorded. 

(The sampler can also operate using its own sampling frequency. In that case, subscribing to the GTU move 

events is not done. Instead, the sampler maintains a list of GTUs that are being sampled and schedules a sampling 

event in the simulator event queue.) 



 

 

    public final void notify(final Event event) throws RemoteException 

    { 

        if (event.getType().equals(LaneBasedGtu.LANEBASED_MOVE_EVENT)) 

        { 

            … 

        } 

        else if (event.getType().equals(Lane.GTU_ADD_EVENT)) 

        { 

            … 

            gtu.addListener(this, LaneBasedGtu.LANEBASED_MOVE_EVENT, ReferenceType.WEAK); 

            … 

        } 

        else if (event.getType().equals(Lane.GTU_REMOVE_EVENT)) 

        { 

            … 

            gtu.removeListener(this, LaneBasedGtu.LANEBASED_MOVE_EVENT); 

            … 

        } 

    } 

 

2.1.2 List of all event types in OTS 

Below is a complete list of all event types in OTS. For these events we have the following contract: 

• ADD events make no guarantee whatsoever as to the state of the added object, other than it having an 

id. The object may be in a non-operable state during initialization. These events can be used to register 

listeners with the added object, and to allocate resources for the object (e.g. Map.put(gtuId, new 

ArrayList<Speed>()); 

• Any other events, such as MOVE, must occur with the object in question in a complete state. 

 

This contract means that in some cases, bookkeeping has to take place specifically for the first event of a certain 

type. For example, the RoadSampler cannot start up a trajectory on an ADD event, as the GTU is not yet able to 

report for example its route. Listeners are however added, and on the first MOVE, the trajectory may be initiated. 

In some cases, it could be valuable during an ADD to register as a listener to some other event, e.g. MOVE, and 

to unregister as a listener on the first occurrence of that event. 

 
Table 2.1: Overview of events in OTS. 

Class Event field Listeners (excluding 

test code) 

Used 

Network GTU_ADD_EVENT DefaultAnimationFactory, 

NetworkAnimation1, 

AbstractLaneBasedMove

Checker, Publisher2, 

NetworkModel, 

StochasticDistractionMod

el, RampMeteringDemo, 

OtsAnimationPanel 

yes 

 
GTU_REMOVE_EVENT DefaultAnimationFactory, 

NetworkAnimation1, 

AbstractLaneBasedMove

Checker, Publisher2, 

NetworkModel, 

StochasticDistractionMod

yes 



 

el, RampMeteringDemo, 

OtsAnimationPanel  
NONLOCATED_OBJEC

T_ADD_EVENT 

NetworkAnimation1 yes 

 
NONLOCATED_OBJEC

T_REMOVE_EVENT 

NetworkAnimation1 yes 

 
LINK_ADD_EVENT NetworkAnimation1, 

Publisher2 

yes 

 
LINK_REMOVE_EVENT NetworkAnimation1, 

Publisher2 

yes 

 
NODE_ADD_EVENT NetworkAnimation1, 

Publisher2 

yes 

 
NODE_REMOVE_EVEN

T 

NetworkAnimation1, 

Publisher2 

yes 

 
OBJECT_ADD_EVENT DefaultAnimationFactory, 

NetworkAnimation1 

yes 

 
OBJECT_REMOVE_EVE

NT 

DefaultAnimationFactory, 

NetworkAnimation1 

yes 

 
ROUTE_ADD_EVENT NetworkAnimation1 yes  
ROUTE_REMOVE_EVE

NT 

NetworkAnimation1 yes 

Link GTU_ADD_EVENT Publisher2 yes  
GTU_REMOVE_EVENT Publisher2 yes 

CrossSectionLink LANE_ADD_EVENT Publisher2 yes  
LANE_REMOVE_EVENT Publisher2 yes 

Gtu MOVE_EVENT Publisher2, 

GtuTransceiver2 

yes 

 
DESTROY_EVENT 

 
no 

LaneBasedGtu LANEBASED_MOVE_EV

ENT 

AbstractLaneBasedMove

Checker, RoadSampler 

yes 

 
LANEBASED_DESTROY

_EVENT 

 
no 

 
LANE_CHANGE_EVENT Conflict, StrategiesDemo yes  
LANE_ENTER_EVENT not thrown no  
LANE_EXIT_EVENT not thrown no 

Lane GTU_ADD_EVENT RoadSampler, 

TrafficLightDetector 

yes 

 
GTU_REMOVE_EVENT RoadSampler, 

TrafficLightDetector 

yes 

 
OBJECT_ADD_EVENT 

 
no  

OBJECT_REMOVE_EVE

NT 

 
no 

 
DETECTOR_ADD_EVE

NT 

 
no 

 
DETECTOR_REMOVE_

EVENT 

 
no 

LaneBasedGtuGenerat

or 

GTU_GENERATED_EV

ENT 

 
no 

Detector DETECTOR_TRIGGER_

EVENT 

 
no 

LoopDetector LOOP_DETECTOR_TRI

GGERED 

 
no 



 

 
LOOP_DETECTOR_AG

GREGATE 

 
no 

TrafficLightDetector TRAFFIC_LIGHT_DETE

CTOR_ 

TRIGGER_ENTRY_EVE

NT 

TrafficLightDetector, 

TrafCod, DetectrorImage, 

Variable 

yes 

 
TRAFFIC_LIGHT_DETE

CTOR_ 

TRIGGER_EXIT_EVENT 

TrafficLightDetector, 

TrafCod, DetectrorImage, 

Variable 

yes 

DirectionalOccupancyD

etector 

DIRECTIONAL_OCCUP

ANCY_DETECTOR_ 

TRIGGER_ENTRY_EVE

NT 

not thrown no 

 
DIRECTIONAL_OCCUP

ANCY_DETECTOR_ 

TRIGGER_EXIT_EVENT 

not thrown no 

TrafficController TRAFFICCONTROL_CO

NTROLLER_CREATED 

 
no 

 
TRAFFICCONTROL_CO

NTROLLER_EVALUATI

NG 

TrafCodModel yes 

 
TRAFFICCONTROL_CO

NTROLLER_WARNING 

TrafCodModel yes 

 
TRAFFICCONTROL_ST

ATE_CHANGED 

not thrown no 

 
TRAFFIC_LIGHT_CHAN

GED 

 
no 

 
TRAFFICCONTROL_VA

RIABLE_CREATED 

 
no 

 
TRAFFICCONTROL_SE

T_TRACING 

not thrown, TrafCod yes 

 
TRAFFICCONTROL_TR

ACED_VARIABLE_UPD

ATED 

TrafCodModel yes 

 
TRAFFICCONTROL_CO

NFLICT_GROUP_CHAN

GED 

TrafCodModel yes 

TrafficLight TRAFFICLIGHT_CHANG

E_EVENT 

 
no 

AbstractPlot GRAPH_ADD_EVENT not thrown no  
GRAPH_REMOVE_EVE

NT 

not thrown no 

1) Registers as listener, but does (effectively) nothing with it in notify(). 

2) Part of ots-sim0mq. 

 

2.2 Delft Java Units-DJUNITS 

DJUNITS is a java project which reduces the programming workload concerning physical units of numbers, and it 

makes software considerably less error-prone concerning unit errors. For example, when using a speed value of 

type double, one usually must be very careful and consider whether it is speed in m/s, km/h, or even some other 

unit. DJUNITS solves this by wrapping a speed value in a Speed object. That is to say that DJUNITS makes the 

values strongly typed. It wraps the speed value in SI unit (m/s for speed), and provides various mathematical 

https://djunits.org/


 

operation, some of which may result in another quantity such as: Length, Acceleration, Duration, Frequency. 

DJUNITS has many such quantities, and also supports vectors and matrices. 

 

For each quantity, DJUNITS has several units. Values can be obtained or created with a unit. For example: 

 
 
Speed speedKm = new Speed(90.0, SpeedUnit.KM_PER_HOUR); 
double speedKmps = speedKm.getInUnit(SpeedUnit.KM_PER_SECOND); 
 
 
A slightly more convenient way to create values is by directly creating it in SI units: 

 
Speed speedSi = Speed.instantiateSI(25.0); 
 
Note that speedKm and speedSi are essentially equal as 25m/s = 90km/h. The creation unit is stored with the 

value, which is mostly for display purposes. 

 
    System.out.println(speedSi.equals(speedKm)); // true 
    System.out.println(speedSi.si + ", " + speedSi); // 25.0, 25.0000000m/s 
    System.out.println(speedKm.si + ", " + speedKm); // 25.0, 90.0000000km/h 
 
There is a downside to using DJUNITS, which is that code can run a bit slower than working with doubles, and 

code can become more verbose and difficult to read. For example, take the following calculation: 

 
    public Length move(final Speed v, final Duration t, final Acceleration a) 
    { 
        return v.times(t).plus(a.times(.5).times(t).times(t)); 
    } 
 
It is difficult to see what is exactly added to, or multiplied by, what. There is however an alternative which is ‘the 

best of both worlds’. We can simply perform calculations directly on the SI values, without having to care about 

the units: 

 
  public Length move(final Speed v, final Duration t, final Acceleration a) 
    { 
        return Length.instantiateSI(v.si * t.si + .5 * a.si * t.si * t.si); 
    } 
There is one risk to this, which is that the values we calculate may not at all be consistent with the quantity we 

create. We know that ‘speed × duration’ + ‘0.5 × acceleration × duration2’ is length, but this is not checked. For 

example, no error is given on the following line where we forget to square the duration. 

 
Length.instantiateSI(v.si * t.si + .5 * a.si * t.si); 
 
Therefore, usage of DJUNITS is advised as follows: 

• Method input and output is strongly typed as DJUNITS quantities. 

• Short calculations within a method remain strongly typed. 

• Longer calculations, or calculations that are performance critical (i.e. performed very often), are done using 

.si, and .instantiateSI() on the result for output. 

 

As calculations are strongly typed or using SI units, unit errors are unlikely to arise. Using strongly typed method 

input and output prevents that methods are invoked with values in units the method does not expect. 



 

2.3 DSOL 

OTS is built upon a simulation engine called DSOL. It offers many functionalities some of the most important for 

OTS being: 

• Event-based simulation engine 

• Experiment/replication control 

• Random number streams StreamInterface and random distributions 

• 2D animation 

When creating functionality within OTS, a basic understanding of the underlying event-based simulation engine is 

required. The next section will discuss this. 

 

2.3.1 Event-based simulation 

The DSOL event-based simulation engine has an internal queue of events. Each event is scheduled to occur at a 

specific time, and hence, time progresses as the events are performed. An event has the information as shown 

below. The target object, method, and input pertain directly to invoking a java method. 

 

Event 

  Execution time 

  Source object 

  Target object 

  Method to invoke on target object 

  Input for the method invocation 

 

For example in OTS When a LaneBasedGtuGenerator is created, it registers an event in the simulator to draw 

characteristics for the next GTU (GTU is Generalized Travel Unit defined in OTS). 

 

Duration headway = this.interarrivelTimeGenerator.draw(); 

    if (headway != null) 

    { 

        this.simulator.scheduleEventRel(headway, this, "generateCharacteristics", new Object[] {}); 

    } 

 

Time of the event will be an inter-arrival time of GTUs, relative to ‘now’. The target is the generator itself, and the 

method that should be invoked is generateCharacteristics(). As this method has no input, an empty object array is 

given with the event as input. To make sure more than one GTU is created, the generateCharacteristics() method 

also schedules itself repeatedly. This initialization and repeated scheduling ensure that characteristics for a GTU 

are generated whenever a new GTU arrives in the simulation. If no headway is returned (null), demand is over 

and the repeated scheduling stops. 

 

The generator has a separate chain of events to place the GTUs on the network. It is started inside queueGtu 

invoked by generateCharacteristics() whenever it results in exactly one GTU in the queue. This holds for the first 

GTU, but also for any GTU that is created after the queue was depleted as all GTUs could be placed on the 

network. This event chain invokes the method tryToPlaceGtu(…), which has a GeneratorLanePosition as input 

such that it is known where the GTU should be placed on the network. The position is added to the event in the 

input array. 

 

    if (queue.size() == 1) 

    { 

        this.simulator.scheduleEventNow(this, "tryToPlaceGtu", new Object[] {lanePosition}); 

    } 

 

 



 

The method tryToPlaceGtu(…) attempts to place the GTU on the network. If successful, the GTU is removed from 

the queue. If other GTUs remain in the queue, an event for them is scheduled at this.reTryInterval, i.e. 0.1s, relative 

to ‘now’. If the queue is empty, the method generateCharacteristics() will restart the event chain to place GTUs on 

the network as soon as the next GTU arrives. (This is a slight simplification. If a GTU is successfully placed and 

other GTUs remain in the queue, the event is scheduled at the same time for the next GTU. If a GTU cannot be 

placed, it is scheduled in this.reTryInterval). 

 

  if (queue.size() > 0) 

    { 

        this.simulator.scheduleEventRel(this.reTryInterval, this, this,  

                "tryToPlaceGTU", new Object[] { position }); 

    } 

 

This example shows the important role of the simulator, and how it can be used to keep objects functioning over 

time during the simulation. 

2.4 OpenTrafficSim (OTS) 

OTS provides the main open-source implementation of i4Driving model. As it is shown in Figure 2-1, the 

implementation is under 4 main modules, Network, Demand, Behavioural models and cognitive mechanisms. 

2.4.1 Network 

2.4.1.1 Links 

The network is represented as a directed graph, using links and nodes. These are defined in java classes named 

Link and Node. The class Network has a list of all links and nodes, as well as other objects in simulation and 

shortest-path utilities.  

 

Nodes are simply points with an id, while links go from one node to another along some design line (graphical 

representation of links). The design line does not necessarily start or end in the node locations, allowing some 

lateral play to accommodate lanes on the micro level. Connections between links and nodes is by reference, and 

not (necessarily) spatially. 

 

OTS Link 

   Id 

   Start node (Node) 

   End node (Node) 

   Design line  

   GTUs 

   Link type 

 

An essential part of each link is the LinkType. This defines which GtuTypes are allowed. The class LinkType is 

hierarchical, meaning that it can have a parent type. Allowance of GTU types is as such inherited from the parent 

and partially overwritten. For example, the type of ROAD allows all GTU types of type ROAD_USER or any sub-

type. Link type FREEWAY is defined as a sub-type of ROAD and adds a prohibition for PEDESTRIAN and 

BICYCLE GTU types. 

2.4.1.2 Routes and shortest routes 

A route in class Route is defined as a series of nodes. All nodes need to be defined (not just at the splits). A 

convenient way to obtain a route is by using Network.getShortestRouteBetween(…). There are a few versions, 

depending on whether there are intermediate nodes specified, and whether a link weight is provided. By default, 

a link weight using the link length is used, providing the proper shortest path. The default also gives a high weight 

to connectors, such that no routes are defined over two connectors forming a shortcut, unless necessary. Any link 

weights can however be used by extending interface LinkWeight, which returns a weight (the cost of traveling) for 



 

each link. It may additionally provide a heuristic for the A* algorithm. If this is provided (not null) A* will be used. 

Otherwise, Dijkstra's shortest path algorithm is used. 

 

To contain lane information there is a specific type of link in the class CrossSectionLink. It divides a link laterally, 

i.e. a cross-section, by CrossSectionElements. Cross-section elements have an offset and width and contain their 

own center line. Both offset and width are defined in a CrossSectionSlice that is present at a given longitudinal 

location along the cross-section element. At the least there is one at the start and one at the end, but width and 

offset can vary over the length of the cross-section element. 

 

OTS Link 

   Cross section link 

       {Cross section element} 

           Id 

           {Cross section slice} 

               Width 

               Offset 

 

Cross-section elements come in two main forms: lanes and stripes. Behavior is undefined if cross-section elements 

cross as their offsets switch lateral order. Similar to links, lanes have a LaneType, which is hierarchical and defines 

which GTU types are allowed in which directions. The class Lane has several methods to obtain information on 

both laterally and longitudinally connected lanes, including both physical and legal lane change possibility. Legal 

lane change possibility is determined by assessing the type of Stripe (if any) that has a lateral offset between that 

of the considered lanes. Whether lanes are longitudinally or laterally connected is determined spatially with 

margins allowable between endpoints. Adjacent lanes may overlap. 

 

OTS Link 

  Cross section link 

     Lane 

          Lane type 

         {GTUs} 

2.4.1.3 Lane-based objects 

GTUs and objects along the road can interact in various ways. In OTS such objects are located at any position on 

a lane, pertaining to some or all of the possible directions of travel on the lane. 

 

OTS Link 

    Cross section link 

      Lane 

          {Lane-based object} 

               Lane 

               Longitudinal position 

 

Many types of objects exist or can be created by extending AbstractLaneBasedObject. The next few sections will 

discuss detectors, traffic lights and conflicts. Other lane-based objects include a bus stop, distraction or a speed 

sign, but these are not discussed in more detail here. 

 

Detectors 

Detectors are treated differently from other lane-based objects in that they are stored in a separate list at the lane. 

When GTUs move they automatically trigger any sensor they cross. Such triggers pertain to a specific 

RelativePosition of the GTU, e.g. the front, for a detector. 

 

An important type of detector is the LoopDetector, which is a type of detector that can be geared to measure any 

set of measurements. There are two types of such measurements as defined in DetectorMeasurement, namely 

periodic (or aggregate) measurements, and meso measurements with growing arrays of individual measurements. 



 

Typical periodic measurements are mean speed, harmonic mean speed and occupancy, for which 

implementations are defined under the fields MEAN_SPEED, HARMONIC_MEAN_SPEED and OCCUPANCY. 

Note that flow is measured intrinsically by the detector. 

Detector 

  LoopDetector 

    {Measurements} 

      Mean speed measurement 

      Harmonic mean speed measurement 

      Occupancy 

      Passages 

      Platoon sizes 

 

Some measurements are also available such as PASSAGES to remember all individual passage times, and the 

class PlatoonSizes which requires a threshold time headway. When a detector is triggered, it successively triggers 

all the measurements it has. This happens for both the GTU front and rear, as detectors have a secondary sensor 

that triggers when the rear leaves the detector. (Due to lane changes, it is possible that only the front or only the 

rear of a GTU triggers the detector. Measurements should be able to cope with this. Each measurement can 

accumulate its paired measurement data based on these triggers. Furthermore, for periodic measurements, the 

detector invokes an aggregation. A detector has a single aggregation period for all periodic measurements. The 

actual data of all measurements is maintained by the detector. Many measurements can therefore be stateless 

entities. 

 

The data that detectors store can easily be exported to compressed .csv files using the writeToFile(…) methods. 

This will either write all periodic, or all meso measurements to a file, for all detectors in a network. 

 

A final type of sensor that occurs often is the SinkSensor. It has the simple job of destroying GTUs from the 

simulation when they pass the sensor. 

 

Traffic lights and control 

Traffic lights are simple lane-based objects of which the light color can be set or retrieved. The traffic light color 

can also be black, meaning that the traffic light is inactive. A fixed-time controller for traffic lights is available under 

TrafficLightControllerFixedDuration. Control can be much more complex and in OTS there is even a separate java 

project for traffic control (ots-trafficcontrol). This contains classes for CCOL and TrafCOD traffic light controllers. 

Traffic lights can be assigned a turn-on-red node, in which case GTUs will pass the traffic light if their route will 

turn to the turn-on-red node. 

 

Conflicts 

Conflicts are areas where two lanes, usually from different links, overlap, and hence GTUs should regard traffic 

on both lanes. In OTS one such conflict area is represented by two Conflicts, one on each of the conflicting lanes. 

The ConflictType determines the geometrical nature of the conflict, being either a crossing, merge or split. This 

has different implications on behavior. The conflict rule determines priority. Both the conflict type and priority are 

common for both conflicts in a pair. Finally, conflicts can provide upstream and downstream GTUs, as well as the 

other conflict in the pair. Note that upstream and downstream GTUs of the other conflict are of interest when 

considering a conflict. 

 

Conflict 

   Conflict type 

       Crossing 

       Merge 

       Split 

   Conflict rule 

       Conflict priority 

   Upstream GTUs 

   Downstream GTUs 



 

   Other conflict 

 

There are different conflict rules that can be used. Conflict rules provide a priority to a GTU such that it can perform 

the correct behavior. There are five kinds of priority, where ‘priority’, ‘yield’ and ‘stop’ are self-explanatory. Priority 

‘all stop’ is used in some countries. All stop means that everyone has to stop and the first person to arrive has 

right of way, etc. Finally, priority ‘split’ is a placeholder for split conflicts where priority is not an issue, but where 

GTUs on another lane may influence GTU movement. 

 

Conflict 

  Conflict rule 

    Conflict priority 

      Priority 

      Yield 

      Stop 

      All stop 

      Split 

 

The conflict priority that conflict rules provide may be dynamic (switching priority) and may be based on information 

at the link. The list of available priority values with a link is very similar to the available priority values of a conflict 

rule, but they are fundamentally different. The link priority is information that is used to determine which rule applies 

and which direction has priority. The conflict priority is a piece of information that directly tells a GTU how to 

behave. 

 

Cross-section link 

    Priority 

       Priority 

       None 

       Yield 

       Stop 

       All stop 

       Bus stop 

 

In OTS there are three types of conflict rules: split, bus stop and default. The split rule is a placeholder as with 

conflict priority. The bus stop conflict rule looks for a link with priority value ‘bus stop’, and then whether the first 

upstream GTU on that link is of GTU type bus with the left indicator on. In that case the bus has priority, otherwise 

not. 

 

Conflict rule 

   Split 

   Bus stop 

   Default 

 

The default conflict rule implements all ‘regular’ priority rules using the link priority. The following conflict rules 

apply from the discussed link priorities: 

• All stop; if both conflicts have priority all stop. 

• Right-hand has priority; if both conflicts have the same priority (excluding ‘bus stop’), or they are a pair of 

‘stop’ and ‘yield’ priorities. 

• Priority and yield; if one has ‘priority’ or ‘none’, and the other has ‘none’ or ‘yield’ (the case with both ‘none’ 

is already captured above). 

• Priority and stop; if one has ‘priority’ or ‘none’, and the other has ‘stop’. 

 

With the link priorities defined, OTS allows automated generation of conflict areas, preventing much manual labor. 

The utility ConflictBuilder provides the tools to do this. It has several methods named buildConflicts(…) which do 

so with various input. The network elements that can be provided is either the entire network, a set of lanes, or 



 

two particular lanes. Overlap between all lanes contained in the input is automatically determined, except for any 

lane combination determined in the ignore list. The permitted list contains lane combinations for which the conflict 

is a permitted conflict during a traffic light cycle, a property that will be stored with the generated conflict between 

the lanes. 

 

Conflict builder 

    Network / Lanes 

    Width generator 

    Ignore list 

    Permitted list 

 

Whether and where lanes overlap/cross depends on the width that is used. Given that lanes are wider than GTUs, 

and given that lane edges of adjacent lanes may not perfectly align (causing overlap that shouldn’t be there), it is 

not reasonable nor practical to use the full lane width. The width of a GTU is determined with the provided width 

generator. There is a default width generator under the field DEFAULT_WIDTH_GENERATOR which uses 80% 

of the lane width. Other options are to create an instance of FixedWidthGenerator or RelativeWidthGenerator with 

either a fixed width value or a fraction of the lane width. 

2.4.2 Traffic Demand 

Traffic demand, or demand for short, describes when and where travelers want to travel. It can specify a number 

of choices, such as destination choice, departure time choice, mode choice and route choice. Which choices are 

specified in the demand depends on the application. Demand results in trips which manifest in moving GTUs over 

the network. GTUs are placed on the network by a vehicle generator, or GTU generator. These generators are the 

interface between demand, and the traffic simulation. This chapter describes two ways in which demand can be 

defined in OTS, an origin-destination matrix, or by using split fractions. Next, the vehicle generation methodology 

is explained, including some of the major components for vehicle generation. The last section of this chapter 

discusses how vehicle generators are created based on demand. Throughout this chapter, GTU generator is 

interchangeably used for vehicle generator. 

 

2.4.2.1 Origin-destination matrix 

Demand is usually defined in Origin-Destination matrices, or OD matrices for short. This means that the starting 

point and end point of a trip are specified. OD matrices are the most common way to define demand for simulation. 

Each origin and each destination is a node in the network. Classically, for each origin the OD matrix has a row, 

and for each destination the OD matrix has a column. In each cell of the matrix the demand for the specific Origin-

Destination pair (OD pair) is given. Additionally, a dynamic OD matrix can be seen as a set of stacked OD matrices, 

each defining demand over some time period. 

 

In OTS the OD matrix is not an actual matrix, but a more flexible structure that can represent the above simple 

matrices, as well as more complex demand mixtures. The flexibility is provided by the following: 

• Category. Demand is specified not only for a specific OD-pair, but also for a category. A category contains 

a flexible set of objects that defines for what the demand is applicable. This can virtually be anything, but 

typically this may be demand per GTU type, per route, and/or per lane. Each category within an OD matrix 

must match the OD matrix’ categorization, which specifies the type of objects a category should define. 

This assures that all demand in the matrix is for example specified per GTU type. It is possible to use no 

further categorization per OD-pair by using Categorization.UNCATEGORIZED and 

Category.UNCATEGORIZED, which are empty. 

• Time. Demand is specified over time, which cuts the simulation time in demand periods. For every 

instance of demand data provided to the OD matrix, a separate time array may be provided. This means 

that for example 5-minute car data can easily be combined with 15-minute truck data. If no time is provided, 

the time array of the OD matrix is used. The provided frequency data should be of equal length as the 

time data used (one frequency value for each time period). 

• Interpolation. Demand data can be specified to have either of two forms of interpolation. This can either 

be stepwise (Interpolation.STEPWISE), or linear (Interpolation.LINEAR). For stepwise demand, demand 



 

is constant within a time period. The last provided frequency has no effect, as demand in the last period 

is fully defined by the before-last frequency. Linearly interpolated demand allows piecewise linear demand 

patterns. Similar to time, interpolation can be specified for each instance of demand data provided to the 

OD matrix, and the interpolation of the OD matrix is used if no interpolation is provided. 

 

This data structure allows both simple and complex OD matrix definitions. In the simplest case, demand is 

uncategorized, and all demand data follows the time period(s) and interpolation as defined at the level of the OD 

matrix. In the most complex case, each instance of provided demand data has its own category, time vector and 

interpolation. 

 

Origin-destination matrix 

     Origins {Node} 

     Destinations {Node} 

     Categorization 

     Time {Time} 

     Interpolation 

     {Demand} 

          Origin (Node) 

          Destination (Node) 

          Category 

               GTU type 

               Route 

               Lane 

          Frequencies {Frequency} 

          Time {Time} 

          Interpolation 

 

Another approach to represent demand is to only define the starting point of trips, and use split fractions at every 

split in the network to determine the next split of a GTU, ultimately leading to some destination. This method is 

currently not yet supported. 

2.4.2.2 GTU generators 

In principle any object in simulation can create GTUs on the network, and a few pre-defined generators are 

available in OTS. Here only one such generator is discussed as is it the most used generator, and as it is general 

purpose and modular. This generator is LaneBasedGtuGenerator. It has the following components: 

• Inter-arrival time generator. Draws (random) headways. This is explained in section Inter-arrival time 

generator. 

• GTU characteristics generator. Draws (random) characteristics based on which the next GTU is created. 

This includes all GTU properties such as GTU type, length, tactical planner, parameters, etc. This is 

explained in section GTU characteristics generator. 

• Positions. One or more positions, over one or more links. Drawing a next position is explained in section 

Positions. 

• Room checker. Is used to check if the next GTU fits at the position. Otherwise GTU generation is 

postponed. This is explained in section Room checker. 

• ID generator. Simple component of type IdGenerator that generates an id for the generated GTUs. This 

can be shared between GTU generators. 

 

Lane-based GTU generator 

     Inter-arrival time generator 

     GTU characteristics generator 

     Positions 

     Room checker 

     ID generator 

 



 

The LaneBasedGtuGenerator has three methods that define a few simulation choices. These are listed below, 

and further explained in section Options for GTU generation. 

 

• setNoLcDistance(Length) to set the distance over which GTUs may not change lane after the generator. 

• setInstantaneousLaneChange(boolean) to use instantaneous lane changes or not. 

• setErrorHandler(GtuErrorHandler) to set the handler of GTU errors. 

 

Generation algorithm  

The algorithm contains the following steps. 

• Arrival times of individual GTUs are determined using the inter-arrival time generator. At the arrival times, 

characteristics for the GTU are drawn from the GTU characteristics generator. It is important this occurs 

at the right time, as for instance the probability of trucks (a GTU characteristic) may vary over time. 

• At the same time a position is drawn using the position component. 

• The characteristics for the GTU are added to a queue. Each position the GTU generator uses, has a 

separate queue. If there is only 1 GTU in a queue, an attempt to place it on the network is undertaken. 

• Whether a GTU can be placed is determined with the room checker, which not only determines whether 

the GTU can be placed, but also at what speed and at what exact location (near the generation position). 

An ID is generated if the GTU can be placed. 

• If a GTU cannot be placed, it remains in the queue. So long as the queue is not empty, another placement 

attempt for the first GTU in the queue is made every 0.1s. GTUs that cannot be placed are not shifted to 

another position. Rather, drawing a position depends on queue lengths such that traffic automatically 

distributes over the available positions. This is further explained in section Positions. 

 

From this description it follows that GTU generation is highly flexible, as many aspects are delegated to 

interchangeable components. 

 

Inter-arrival time generator 

Functionally this is a simple component, that implementsGenerator<Duration>, which only defines a single draw() 

method to return headways. Internally, this has to implement a demand pattern. A simple instance would for 

example always return a specific value, meaning constant demand and a uniform arrival pattern. 

 

 

    Generator<Duration> const = new ConstantGenerator<>(Duration.instantiateSI(2.0)); 

 

 

But generally, demand is dynamic, and arrivals may be assumed not to be uniform. A general purpose headway 

generator based on a demand pattern is implemented in ArrivalsHeadwayGenerator. The demand pattern is 

defined in arrivals as a piecewise linear pattern. One implementation of arrivals is DemandPattern, while another 

is internally used when an OD matrix is used to create GTU generators. The headway distribution (uniform, 

exponential, etc.) is also provided. 

 

Lane-based GTU generator 

  Inter-arrival time generator 

     Arrivals headway generator 

       Arrivals 

       Headway distribution 

 

The algorithm of the arrival headway generator works by integrating over the demand pattern, and a GTU is 

generated at the time where sufficient additional area under the demand curve is found. On average, the additional 

area should be 1, such that the demand pattern is obeyed. However, for individual GTUs the required additional 

area may be randomly drawn from the headway distribution. This may follow any distribution so long as all values 

are positive and the mean value is 1. In this way i) the demand pattern is obeyed (by randomized approximation), 

ii) headways are distributed according to a (random) distribution, which is not parameterized to any particular 

https://opentrafficsim.org/manual/04-demand/positions/


 

demand level, and iii) infinite headways or GTUs arriving in 0-demand periods are automatically prevented. Figure 

2-2 shows how this works out for some scenarios. 

 
Figure 2-2:Demand interpolation and headway distribution. Each white dot represents a vehicle arrival. 

GTU characteristics generator 

There are many ways in which GTU characteristics can be generated, from specific ad-hoc implementations for a 

specific simulation, to interchangeable factories depending on which behavioral model is selected. One 

implementation that might be useful is LaneBasedGtuTemplateDistribution, which draws from a set of 

LaneBasedGtuTemplates, each having some fixed probability. Each LaneBasedGtuTemplate itself draws a 

strategical planner and route. Another implementation LaneBasedGtuCharacteristicsGeneratorOd is used when 

generating traffic using an OD matrix, as explained in section 2.4.2.3. It follows a similar underlying structure of 

factories, except that the origin and destination are given, and possibly the route and/or GTU type as well. Hence, 

rather than drawing characteristics including these, the remaining characteristics are drawn based on these. In 

any case, these implementations produce the information as detailed below. 

 

Lane-based GTU generator 

     GTU characteristics generator 

       GTU characteristics 

         GTU type 

         Length 

         Width 

         Maximum speed 

         Maximum acceleration 

         Maximum deceleration 

       Strategical planner factory 

         Tactical planner factory 

           Car-following model factory 

           Perception factory 

         Parameter factory 

       Route 

       Origin 

       Destination 

       Vehicle model 

 

Factories and parameters 

In the description here we focus further on the use of factories, which produce the models and parameters. 

Typically, a strategical model interacts with a tactical model, while the tactical model uses a car-following model. 



 

Additionally, the car-following model may use a desired speed model and a desired headway model. Along the 

same hierarchy, we can find factories for such models. For example, a strategical planner factory uses a tactical 

planner factory, such that a drawn strategical planner is created with a specific drawn tactical planner. A tactical 

planner factory is however not necessarily required, as a strategical planner may be designed to only operate with 

a specific tactical planner. 

 

All factories below the strategical planner factory are typically a ModelComponentFactory, which is defined to be 

able to return a set of used parameters. Each model component factory is responsible for returning all parameters 

its corresponding model uses, as well as all parameters its sub-components use. The strategical planner is 

ultimately responsible for providing the parameters for the next GTU. Parameters from the sub-components may 

be amended with some for the strategical planner itself. Additionally, the strategical planner factory may use a 

parameter factory to override some parameters, possibly by GTU type, and randomly drawn from several random 

distributions. Sub-components can easily return default values for parameters, while the parameter factory is a 

convenient place to define all non-default and randomly distributed parameters. Implementations of 

ModelComponentFactory can use some methods to easily set all default values, which is further explained in 

section Setting default parameters in factories. 

 

A common implementation of a parameter factory used in the strategical planner factory is 

ParameterFactoryByType. In this class parameters values can be stored per GTU type. This includes constant 

values and randomly distributed parameters. Package org.opentrafficsim.core.units.distributions contains many 

implementations of input for the parameter factory, where a random distribution from DSOL (DistContinuous, 

DistDiscrete, or any sub class) is coupled to a unit in DJUNITS. 

 

Another important role of the strategical planner factory is to allow the GTU generator (and its room checker) to 

request for the desired speed and desired headway of a GTU that is to be generated. GTU generation will also 

function without this information, in which case the GTU generator itself will make some assumptions. Note that in 

this way GTU generation and model properties are inconsistent (e.g. a truck generated at 100km/h), and that 

without this information the GTU generator is less robust to spillback of congestion. 

 

The strategical planner factory may forward the request to the tactical planner, but not before it has determined 

(requested) the parameters for the next GTU. The tactical planner requires the parameters to request a desired 

speed and desired headway. In turn, the tactical planner may request the car-following model, and use it together 

with the parameters to determine desired speed and desired headway. To this end, the car-following model should 

be able to return such information without the GTU being placed on the network. For car-following models in which 

desired speed and desired headway may depend on surrounding traffic, this traffic has to be assumed not to be 

present when peeking. Car-following models, and possibly desired speed and desired headway models, are 

Initializable. This means that upon successful placement of the GTU, they may be coupled to the GTU if required. 

For peeking however, this coupling is not yet available, and the desired speed and desired headway should be 

provided without it. Note that in case no desired speed can be peeked, a lane bias for the drawn position may not 

be based on desired speed, as explained in the following section. 

 

Positions 

The general purpose GTU generator is able to generate traffic over multiple locations. As such, the GTU generator 

can be used to generate traffic for: 

• A zone, made up from a set of links, each having a set of lanes. 

• A link, made up from a set of lanes. 

• A lane. 

 

For GTU generators only operating on lower levels, the higher levels simply have a single instance. For example, 

a generator on 1 lane has 1 zone and 1 link. The positions for a generator can easily be created with static methods 

GeneratorPositions.create(…). These methods figure out from a complete set of lane positions, how these need 

to be grouped over links and placed in the zone/link/lane hierarchy. Users of GTU generators do not need to 

consider the hierarchy, but simply provide a full set of available lane positions. Optional information that can be 

provided to the create(…) methods is i) lane biases to let GTUs favor certain lanes, discussed in section 3.7.1, 

https://opentrafficsim.org/manual/06-behavior/parameters/#setting-default-parameters-in-factories


 

and ii) weights for links. If link weights are provided, a draw weight for all concerned links needs to be provided. If 

no link weights are provided, each link receives a weight equal to the number of available lanes for the GTU type 

of the GTU to be generated. 

 

Lane-based GTU generator 

     Positions 

       Zone position 

         {Link position} (drawn by provided weight, or number of lanes) 

           {Lane position} (drawn by weight from lane biases if provided) 

           Weight 

       Lane biases 

 

A lane position may be drawn using lane biases for GTU types, as explained in the next section. 

When distributing traffic over the lanes of a link, it is important that: 

• Traffic is distributed by speed, with fast traffic on the faster lanes and trucks mostly on the slowest lane 

but certainly not on a 3rd lane, etc. Without this, traffic will need to perform many lane changes after being 

generated, either causing traffic to not be representable over a considerable distance, or creating 

unreasonable disturbances. 

• Traffic has a reasonable distribution of flow over the lanes. These relations are complex, model dependent, 

and highly dependent on the overall traffic volume. For instance, in quiet traffic most traffic will be on the 

right-hand lanes, while in busy traffic the fastest lane may become the busiest lane. Heuristics here are 

aimed at a reasonable representation in busy traffic, as traffic may easily settle towards slower lanes in 

quieter traffic. 

• In case a lane is saturated or is experiencing spillback, other lanes should become more favorable (higher 

weight), without quickly violating the above requirements. 

To express these requirements there is a weight formula, where parameters may be different for different GTU 

types. The class LaneBias has many ready-to-use biases as static fields, additional to a static method bySpeed(…) 

which creates a bias where the desired lateral position is determined by interpolating the desired speed between 

two given speeds. For example, for trucks LaneBias.TRUCK_RIGHT can be used, which has p = 0 (right), b = 5 

(strong bias) and nsticky = 2 (up to two lanes). For cars LaneBias.bySpeed(80, 130) may for example be used, to 

spread cars between those two desired speeds from right to left. 

 

Room checker 

A final component of the GTU generator is the room checker, which tells the GTU generator whether a GTU can 

be placed at a given position. It returns a suitable speed and position for the GTU to be generated at. The returned 

position may be the given position, or a position close to it. Changing the position slightly increases the maximum 

flow that can be generated, which would otherwise be lowered by the interval at which queued GTUs are attempted 

to be placed. 

 

Lane-based GTU generator 

    Room checker 

 

A useful implementation for the room checker is CfRoomChecker, where CF stands for car-following, as this room 

checker puts constrained GTUs in car-following relative to the downstream leader. It has the following algorithm. 

• The desired speed is peeked from the strategical planner factory. If it doesn’t provide a desired speed, the 

speed limit is used. 

• If there are no downstream GTUs, the desired speed and initial position are returned to the GTU generator. 

• For each leader (multiple in case of a split) a following position is determined at a peeked desired headway 

behind the leader. The used speed is the minimum of the leader speed and the desired speed. If the 

strategical planner factory does not provide a desired headway, a 1s headway is used. The speed and 

headway of the most constraining leader are used to generate the GTU. 

• If the most constraining leader does not provide sufficient space relative to the initial position, the GTU 

cannot be generated at the time. This is signaled to the GTU generator by returning Placement.NO. 



 

• The distance over which the GTU is placed downstream of the initial position is constrained by the time 

since the GTU was first attempted to be placed, as the GTU could never travel more distance than at the 

desired speed during this time. 

 

A similar room checker is CfBaRoomChecker which advances one aspect further. The BA stands for bounded 

acceleration, which is a 1st-order traffic flow theory for flow recovery. The theory states that the lower the speed 

in congestion, the lower the saturation flow out of congestion. In other words, the headways are larger. Counter-

intuitively, increasing headways when the GTU generator experiences spillback, allows the congestion to recover 

more quickly as the additional room allows acceleration. Without it, GTUs are generated at their desired headway 

and are more likely to slow down. Especially with moving jams, the generator may then maintain low speeds at its 

location, while the jam should have moved upstream allowing free flow speeds at the generator location. From the 

desired speed and desired headway at that speed, a capacity flow q0 concerning the GTU to be generated is 

determined. From the headway and speed at which the GTU would be generated without increased headway, the 

traffic state in congestion is determined. Using the bounded acceleration theory, the recovery flow qr that the 

congested state allows is determined. Finally, the headway is increased by a factor of q0/qr > 1. Lower speeds 

cause larger time headways.  

2.4.2.3 Traffic from an Origin-Destination matrix 

Setting up GTU generators takes a considerable effort, as the previous sections point out. Demand data has to be 

prepared, and factories have to be set up. A utility takes away most of the effort if an OD matrix is available. This 

utility is OdApplier.applyOd(…), which takes a network, an OD matrix, and a set of options. The options mainly 

determine which sub-components the GTU generators will use. 

 

The utility sets up an inter-arrival time generator for each GTU generator by using the OD matrix. Internally it uses 

a 3-layered node-tree, where each node represents demand. To each generator, a root node wrapped in an arrival 

headway generator (the root node represents an Arrivals object) is provided from which the generator obtains 

headways. The root node represents the origin. Destinations are found in the second layer, while categories are 

found in the third layer. Each of these nodes can have its own form of demand data, with varying time vectors, and 

varying interpolation. The nodes in the 1st and 2nd layer work according to a simple delegate principle: 

• When the frequency at a specific time is requested, this is a sum of the frequencies from the nodes in the 

next layer. 

• When the start time of the next time slice is requested, this is the first time reported by any node in the 

next layer. 

And these two inputs are all that the arrivals headway generator requires to determine the inter-arrival times (next 

to a separate headway distribution). 

 

Lane-based GTU generator 

      Inter-arrival time generator 

        Arrivals headway generator 

            Arrivals 

                Lane (this layer is only active if the Category includes a lane) 

                      Origin 

                           {Destination} 

                                 {Category} (only those with Lane, if the Category includes a lane) 

 
If the category contains the lane, a GTU generator is set up for each lane. Each receives its own root node (origin) 

and a full set of destination nodes in the second layer. Nodes of the 3rd category layer are assigned to the tree 

concerning the lane in the category. Hence lanes are only a temporal intermediate layer. Once the GTU generator 

is created, it just has a single root node representing the origin. 

 

Options for GTU generation 

The utility to create GTU generators from an OD matrix accepts options which determine details of the GTU 

generation. These options can be provided at several levels: 

• Overall OD matrix 



 

• Link type 

• Origin 

• Lane 

 

When the utility requests an option, the value that is most specific is obtained, which is from bottom to top in the 

above list. If the option is not assigned any value, a default value is used. The following options, available as static 

fields in OdOptions, are available to the utility. 

 

2.4.2.4 Traffic from Injection 

Demand can be specified with a high level of control, variability and precision, by using injection. In this method 

the relevant initial information is defined for each GTU. This functionality is implemented in Injections, which has 

as primary input a Table. The table may be read from a .csv file. 

 

The injection table may contain the following information: 

 

Table 2-1:Overview of information that can be specified for injections. 

Column id Value type Remarks 

time Duration required 

id String 
 

gtuType String GTU type id 

position 

lane 

link 

Length 

String 

String 

when defined, all three required 

speed Speed 
 

origin String node id 

destination String node id 

route String route id 

length Length 
 

width Length 
 

maxSpeed Speed 
 

maxAcceleration Acceleration 
 

maxDeceleration Deceleration 
 

front Length 
 

 

When the table is given to Injections, additional input may be required depending on the provided columns. For 

example, when a speed column is provided, a time-to-collision threshold needs to be provided such that the 

Injections can be used as a RoomChecker in LaneBasedGtuGenerator. GTU types, a strategical planner factory, 

the network and a random stream are required for all columns except time, id, position, lane, link and speed. In 

this case Injections.asLaneBasedGtuCharacteristicsGenerator() gives a characteristics generator for 

LaneBasedGtuGenerator. Injections can also be a GeneratorPositions if position columns are provided. Finally 

Injections is both a Supplier<String> for GTU id's and a Generator<Duration> for inter-arrival times, all to be used 

in LaneBasedGtuGenerator. 

 

Injection file 

An injection file can be read in to an injection Table using various formats. Here the csv format is described. 

Translations to other formats are per Table functionality in DJUTILS. For csv, use CsvData.readData(...). Two files 

are required for csv, one with the actual data, and a header file describing the columns. The data file may look as 

seen below. The first line gives column id's. On the second line we see a GTU injection at 2 {s}, with GTU id "car1", 

GTU type "CAR", an initial speed of 50 {km/h}, destination node "TRW", generation position 10 {m} on lane "LANE" 

on link "EE3", with a length of 1 {m}. 

 

time,id,gtuType,speed,destination,position,lane,link,length 



 

2,car1,CAR,50,TRW,10,LANE,EE3,1 

4,car2,CAR,50,BLE,10,LANE,SSC,2 

6,car3,CAR,50,BLE,10,LANE,WWC,3 

8,car4,CAR,50,BLS,10,LANE,EE3,4 

13,car5,CAR,50,TRW,10,LANE,SSC,5 

15,car6,CAR,50,BLS,10,LANE,WWC,6 

17,car7,CAR,50,TRW,10,LANE,EE3,7 

19,lorry1,LORRY,3,BLE,10,LANE,SSC,30 

 

Note that the units are not given in the file. Those are defined in the column descriptions in the header file. The 

header file will read the following. The first row indicates what columns can be read from the header file. The 

second line reflects the table itself, providing a table id, description, and the table type it should be read as.  

2.4.3 Cognitive mechanism 

Perception is a fundamental part in i4driving model library. It allows a next-generation of traffic models where 

perception errors and human factors are explicitly modelled with endogenous processes. The structure of 

components regarding perception is implemented highly modular in OTS, such that perception, human factor and 

tactical planner models can be used in various combinations. This includes simpler models that use no explicit 

(altered) perception. 

Even with simple implementations, perception is always used as an interface between the modeling environment 

(network, GTUs, objects) and tactical models. As such it has an additional practical role: providing information in 

a useable format for tactical models. Note that in OTS this is not trivial, as the modeling environment is itself quite 

complex as it provides flexibility at many fronts. In terms of code development, perception is therefore more 

complex than for instance a tactical planner. OTS however supplies ‘categories’ of perception that may be used 

for a model. 

 

The following sections describe how information may be packaged in headway objects, how perception is 

partitioned in categories, how mental models are incorporated, how perception in lane-based simulation can use 

a simpler network abstraction known as a lane-structure, how perception iterables can facilitate perception, and 

finally the tools implemeneted in OTS to maintain information over recent history such that reaction times. 

 

2.4.3.1 Headway information 

With perception being a link between the modeling environment and models, information as presented to the 

models should not directly be an object in the modeling environment. Information that comes from perception is in 

the form of separate objects that contain certain information. This can either pertain directly to an object in 

simulation (e.g. a GTU, a traffic light), or an abstraction of information (e.g. number of required lane changes). For 

the first case, and when the considered object can be regarded as having a certain distance to the GTU, Headway 

objects are used to supply the information to models. For other cases dedicated (and usually simple) classes to 

contain certain information are used, or, simply a scalar value is used such as Length or a Boolean. 

 

Regarding perceived objects that are considered at a distance, Headway.getDistance() supplies this distance. The 

distance may be null in case an object is adjacent to a GTU, in which case overlap information is available. Length, 

speed and acceleration are also provided, though these may not always be meaningful. For example, in case of a 

traffic light. Subclasses of Headway can supply additional information, such as the color of a traffic light. 

 

A key point here is that the Headway object (or dedicated or scalar objects in other cases) may contain different 

information from the actual object being perceived, as perception is imperfect. So the considered headway may 

be smaller or larger, the traffic light color may be delayed, etc. Simple implementations of Headway may simply 

wrap a perceived object and supply the actual information, while more complex implementations contain delayed 

and anticipated, imperfectly perceived, stimuli. A few common subclasses of Headway are: HeadwyGTU, 

HeadwayTrafficLight and HeadwayConflict. 



 

2.4.3.2 Categorical perception 

Perception is at its most generic level Perception defined to exist out of PerceptionCategorys. Each category is 

intended to perceive a certain part of the world. For instance, we have: 

• InfrastructurePerception; contains per lane information on required lane changes, speed limits, and both 

legal and physical lane change possibility. 

• NeighborsPerception; contains per lane information on first leaders/followers (may be multiple due to lane 

merges/splits) and whether a GTU is alongside for gap-acceptance, and leaders/followers within a certain 

perception range. 

• IntersectionPerception; contains information per lane on traffic lights and intersection conflicts. 

 

More categories are available or could be created. Perception to a large extent determines the simulation speed 

in OTS, so only perception categories that are required for the model should be included. With perception working 

in categories, any mixture of implementations for the categories may be used. A model can be made tolerant to 

any implementation of a perception category by requesting the category at the most generic level. For instance, 

NeighborsPerception is an interface which may have various implementations, e.g. with or without perception 

errors and reaction time. Regardless of the implementation, the category can be obtained as: 

 

     
NeighborsPerception neighbors = perception.getPerceptionCategory(NeighborsPerception.class); 

 

 

If a model relies on a more specific implementation, the class of said implementation can be used instead. An 

exception is thrown whenever the implementation is not available. 

 

Each perception category has an updateAll() method. It is called by the perception if the tactical planner calls 

Perception.perceive(), which usually occurs at a first step of a tactical planner determining an operational plan. 

This is however a voluntary path. A tactical planner may also not call Perception.perceive(), or updateAll() may 

choose to do nothing or a partial perception. In such cases the implementations of required perception categories 

in the tactical model should be able to determine the information when it’s requested. For efficiency reasons, this 

should not occur every time the information is requested, but only if the information is required at a different 

simulation time. 

Perception categories are free to have any method in order to supply information to models. Typically the following 

design pattern is used. 

 

• getX(); method to obtain information X. 

• updateX(); method to update information X. 

• getX(RelativeLane lane, …); method to obtain information X pertaining to a given lane, or other 

specification. 

• updateX(RelativeLane lane, …); method to update information X pertaining to a given lane, or other 

specification. 

• updateAll(); implemented to call all updateX(…) methods, using a loop over RelativeLanes on methods 

requiring a lane, or additional loops or separate lines for other specifications. Available lanes can be 

obtained using getPerception().getLaneStructure().getCrossSection(). 

 

Some implementations of the most common categories are available as listed below. For a full list see package 

org.opentrafficsim.road.gtu.lane.perception.categories. 

 

• InfrastructurePerception 

o DirectInfrastructurePerception; non-delayed exact information 

• NeighborsPerception 

o DirectNeighborsPercetion; non-delayed exact information. 

• IntersectionPerception 

o DirectIntersectionPerception; non-delayed exact information. 



 

2.4.3.3 Mental models 

Perception is a mandatory layer between the modeling environment and tactical planner models. But depending 

on the category implementations used, it may or may not contain human factors such as estimation errors, 

anticipation, reaction time, etc. If such human factors are implemented, there are two ways to control it. 

• Exogenous; parameters that describe human factors are pre-determined, such as for example when using 

a fixed reaction time. 

• Endogenous; parameters that describe human factors are determined with models, possibly varying over 

time. 

For the latter approach, a module Mental is used. It is the first step of perception applied in AbstractLanePerception 

(which may also function without Mental), but clearly other perception implementations can do the same. Module 

Mental is only an interface which needs implementations. These implementations have to determine values for: 

• Parameters for human factors in perception, such as estimation errors and reaction time. 

• Parameters for human factors in tactical models, such as desired headway and desired speed. 

 

Note that as Mental only determines parameter values, it does not force these parameters to be used. Only if 

perception categories and tactical models actually use these parameters, will Mental have an effect in simulation. 

Perception, including the mental module, and models thus require close coordination. 

 

Fuller 

One implementation of Mental is Fuller, which follows the theory of Fuller (2000). This theory states that drivers 

have a balance between task-demand, and task-capability. If these are not in balance (driving is too demanding 

or too boring), drivers show behavioral adaptations. For instance, when driving is too demanding, the desired 

headway may be increased. 

 

GTU 

    Tactical planner 

         Perception 

             Mental 

                  Fuller 

 

The Fuller module is flexible in usage, as it uses: 

• A set of Task’s, where each task describes a fundamental relation between information that can be 

obtained directly from the simulation environment, and a level of task-demand from the task. 

• A set of BehavioralAdaptations, where each describes some response to task saturation (total task-

demand divided by the driver’s task-capability) by means of changing parameter values. This can be both 

in terms of perception parameters (e.g. estimation errors, reaction time) and tactical planner parameters 

(e.g. desired headway, desired speed). 

The concept of situational awareness is implemented by letting a BehavioralAdaptation set the appropriate 

parameter values. There is a default implementation for this (Fuller.DEFAULT_SA), which sets a value for the 

situational awareness parameter (Fuller.SA), and the reaction time (ParameterTypes.TR). Perception categories 

implementing situational awareness are advised to use these parameters. The level of situational awareness can 

be normalized by using parameters Fuller.SA_MIN and Fuller.SA_MAX. 

 

2.4.3.4 Lane structure perception 

The lane structure is a grid representation of the road network that facilitates perception in lane-based simulations. 

The grid representation simplifies the OTS network representation. The lane structure is made up out of lane 

structure records. Each lane structure record represents a lane, i.e. a cell in the grid. The records are connected 

laterally and longitudinally, having possibly multiple upstream and downstream connected records in case of 

merges and splits. 

The lane structure functions as a limited scope that a driver considers. It spans a given range upstream and 

downstream as can be seen in Figure 2-3, and is the world as a driver knows it. It is dynamically built and 

demolished at the upstream and downstream edges as the GTU moves, and is completely rebuilt if the route 



 

changes. It has methods to obtain objects on the network: getDownstreamObjects(…), 

getDownstreamObjectsOnRoute(…) and getUpstreamObjects(…). The lane structure is defined with a look-ahead 

distance, within which the objects are given. 

 

Figure 2-3: Lane-structure example. 

 

For perceiving the network itself, or GTUs on the network, methods are available to obtain the lane structure record 

at a given lane, adjacent to the GTU. A relatively simple search algorithm may then search upstream or 

downstream from that location, by traveling over the structure. Each lane structure record has a start distance 

relative to the GTU, where negative values mean upstream. These distances are also automatically updated and 

can be used to determine the distance between any object related to a lane structure record, and the GTU. 

 

The lane-structure is extended along the route, but also over some given distance downstream of splits on links 

not in the route, as well as upstream of merges on links not in the route. This allows the driver to respond to traffic 

on these parts, for instance to adjust speed while approaching a merge, or to slow down as there is congestion 

just downstream of a split, although the GTU will take another branch at the split. 

2.4.3.5 Perception iterables and collectors 

Perception is a performance- and memory-heavy task. Some tools in OTS are available to alleviate this, when 

possible, in the form of perception iterables and collectors. The iterables allow looping over several objects in 

simulation, without performing perception on each. For example, for a regular car-following model perception may 

occur on the first leader, and then stop, while a more advanced car-following model may perceive multiple leaders. 

In both cases it is a waste of computer power to perceive those leaders within a certain distance that the model 

never uses. Hence, a simple Set of all perceived leaders is not efficient. Instead the perception category 

NeighborsPerception returns PerceptionCollectable (a type of perception iterable). Generally, iterables perform 

perception on-demand, rather than supplying a fully perceived set. 

 

Perception collectors allow to get an aggregated quantity over a set of objects. Rather than perceiving each 

individual object and then aggregating those results, collectors consider the simulation objects directly and may 

possibly perceive only the aggregated result erroneously. This circumvents expensive perception of the individual 

objects. For example, when estimating the density based on vehicles ahead, it’s a waste of computer power to 

perceive all individual vehicles, especially if no other part of the model needs all those perceived vehicles. 

 

The PerceptionIterable interface extends Iterable and can thus be used in loops. It defines the iteration order of 

objects of a type extending Headway (H) as being from close to far. Like an ordinary iterator it does not guarantee 

to be iterable multiple times. Collectors, work closely with a PerceptionCollectable. This interface defines methods 

to collect multiple underlying objects of type U into a single perceived result, and also contains interfaces for the 

tools that make up a collector. 

 

The class AbstractPerceptionReiterable defines functionality at the highest level, namely a methodology of using 

two levels of iterators. The first iterator functions as a search algorithm, implemented by a sub-class in 

getPrimaryIterator(). For instance, this can be a search downstream on the network, assuring that the next nearest 



 

object is found. The second iterator is what makes the class re-iterable. Each time an iterator is requested, a new 

secondary iterator (PerceptionIterator) is created. Each instance uses the same linked-list of entries concerning 

the found objects. This includes a perceived version of the object. In case any instance runs to the end of the 

linked-list, the primary iterator is requested to find and return the next object, and an element is added to the 

linked-list for all secondary iterators to use. Thus, both the search and perception occur once for required objects, 

no matter how often a model iterates over the set of objects at a specific time. No search is performed for objects 

that are not used, and no perception is done on objects that are only collected. AbstractPerceptionReiterable also 

implements the collect(…) method for collectors. 

 

The class on the next level is AbstractPerceptionIterable. Besides a headway type H and an underlying object 

type U, it also defines a lane record type R and a counter type C. The class defines a primary iterator that can 

search along a lane structure as explained in the lane-structure section. It makes sure that in case of branches, 

the nearest next object is always returned. The specific type of lane record can be specified in R, allowing a search 

on the readily available LaneStructure with LaneStructureRecords, as well as outside of this using 

LaneDirectionRecords. The latter is for instance useful when searching for conflicting GTUs on a crossing road 

not part of the LaneStructure. The LaneStructure should be used whenever possible for efficiency, as 

LaneDirectionRecords build up a new tree every time. The counter of type C can be used in the search to quickly 

find a next object on a lane. For instance, when searching for GTUs on a lane it is efficient to find the next GTU 

using its index (using Integer for C) in a sorted list of GTUs of the lane. 

 

PerceptionIterable<H> 

 PerceptionCollectable<H, U> 

   AbstractPerceptionReiterable<H, U> 

     primaryIterator() 

     PerceptionIterator() 

     AbstractPerceptionIterable<H, U, R, C> 

       DownstreamNeighborsIterable<R> 

       UpstreamNeighborsIterable<R> 

       LaneBasedObjectIterable<H, L, R> 

     ConflictGtuIterable 

     MultiLanePerceptionIterable<H, U> 

 PerceptionIterableSet<H> 
 

Classes DownstreamNeighborsIterable and UpstreamNeighborsIterable are very similar. They implement a 

single-branch downstream or upstream search in the method getNext(…), which the primary iterator uses, they 

implement the method getDistance(…) required in the search, and finally they implement the method perceive(…) 

to return a perceived version of type H of an underlying object of type U. For the latter method both classes are 

modular as they use a HeadwayGtuType to return any kind of perceived version. Class LaneBasedObjectIterable 

is similar too, though the search is slightly different and perception is left to a sub-class. Such sub-classes specify 

L, the type of the underlying lane based object. 

 

Class ConflictGtuIterable is a utility that a conflict supplies. It also uses two layers of iterators as defined in 

AbstractPerceptionReiterable, now possibly facilitating multiple GTUs perceiving a conflict at the same time step. 

At each time, the conflict sets up (if requested) a base iterator for downstream GTUs and a base iterator for 

upstream GTUs, of types DownstreamNeighborsIterable and UpstreamNeighborsIterable but using 

LaneDirectionRecords. These primary iterators only function to provide the underlying objects, which they do 

through light-weight wrapper perception classes. This is done as only individual GTUs should perform the 

perception. Every time a ConflictGtuIterable is requested, it is initialized with a possibly different HeadwayGtuType, 

specified by the perceiving GTU. 

 

To search on multiple lanes the class MultiLanePerceptionIterable is useful for either GTUs or lane-based objects. 

One can add an AbstractPerceptionReiterable per lane to consider. An internal primary iterator considers all lanes. 

Finally, class PerceptionIterableSet is a utility class which wraps no, a single or a set of perceived objects in a 

PerceptionIterable form. This is useful whenever a model has either of this and a utility expecting a 

https://opentrafficsim.org/manual/05-perception/lane-structure/


 

PerceptionIterable needs to be used. For example, when using a car-following model to stop for a traffic light, the 

model has a single HeadwayTrafficLight, while the method followingAcceleration(…) of CarFollowingModel 

expects a PerceptionIterable<? extends Headway>. 

 

Collectors allow efficient perception of an aggregated result over a set of objects, without perceiving each individual 

object in the set. The mechanism is similar to Stream.collect(…) which is part of java streams. The ‘stream’ is 

provided by a PerceptionCollectable, which extends PerceptionIterable. The collectable provides objects of 

underlying type U, which are only searched once at a particular time even if multiple collections are performed. 

Perception of the individual objects is not triggered in this process. 

 

The collector of type PerceptionCollector is merely a combination of three components, an identity, an 

accumulator, and a finalizer. Together these form a process that ends in a single collected result of type C. The 

process is implemented in the method AbstractPerceptionReiterable.collect(…). It starts by obtaining an initial 

intermediate result, the identity, from a supplier. Then, for each underlying object of type U the intermediate result 

is updated. The final intermediate result is translated to a collected result of type C by the finalizer. 

 

PerceptionCollector<C, U, I> 

⌊ Identity (Supplier<I>) 

⌊ Accumulator (PerceptionAccumulator<U, I>) 

⌊ Finalizer (PerceptionFinalizer<C, I>) 

 

As an example, suppose the density needs to be derived from a set of leading GTUs. The intermediate type is a 

small class that has a number of GTUs and a distance. The identity supplies one such object with a zero count 

and a null distance. The accumulator adds 1 to the count, and sets the distance to the considered GTU (note that 

we iterate close to far). Once all GTUs are considered, the finalizer divides the distance by the GTU count, and 

returns a density value. For other implementations the intermediate type may be the same as the collected type, 

meaning that the finalizer simply forwards the last intermediate result. 

 

2.4.3.6 Historical information 

In Java, objects have properties which have values that are usually obtained and changed with get/set methods, 

or used internally in the class. For a simulation the values of properties typically represent the current state. In 

case of perception, it may be required to know a past state, for instance to account for a reaction time. In OTS a 

small toolkit is available to make properties historical within the org.opentrafficsim.core.perception package. The 

basic concept is that the property is defined as a typed Historical. For example, below is the odometer property of 

a GTU. 

 

     
private Historical<Length> odometer; 

 
 

Any information that perception may require in the past, needs to be defined like this. The interface Historical 

defines three simple methods, where T is the generic type of the value which is Length in the above example: 

 
     
void set(T value); 

    T get(); 

    T get(Time time); 

 
The first two set and get the value at the current time, while the latter obtains an historical value, i.e. from the past. 

The class AbstractHistorical performs most of the hard work regarding bookkeeping of previous values. Internally 

it maintains a list of timed events from which past values can be reconstructed. Each event represents a mutation 

to the value. An important part of the functionality is coupling with a HistoryManager, which performs cleaning up 

of old events. The default implementation within OTS is HistoryManagerDEVS, which uses events, a clean-up 



 

interval, and a guaranteed history duration. (Only if the object itself exists for a shorter time in simulation, is the 

history duration not guaranteed. In these cases the oldest state is returned.) This history duration should be set to 

a value that is larger than the maximum perception delay that can occur in simulation, while being as small as 

possible to limit memory usage. 

 

Obviously, the example of a GTUs odometer value is of a type that has a single immutable value (rather than 

being a set or a complex object) at any time, which is the easiest case. We can use the implementation 

HistoricalValue for this. 

 

 

    this.odometer = new HistoricalValue<>(historyManager, Length.ZERO); 

 

 

The Historical is automatically coupled to the HistoryManager. The class HistoricalValue internally uses the events 

from AbstractHistorical (its superclass) to return the value at any particular time. 

 

 

    EventValue<T> event = getEvent(time); 

    return event == null ? null : event.getValue(); 

 

 

Besides the method getEvent(Time), several other methods are available for subclasses of AbstractHistorical to 

reconstruct the value at the given time. For properties that are of a type from the Java Collections Framework (like 

Sets and Maps), there is a shadow package available for historical versions of all of these utility classes in 

org.opentrafficsim.core.perception.collections. At both interface and implementation level historical shadows are 

available. For example, we have HistoricalCollection<E> and HistoricalSet<E> which respectively extend the 

interfaces Collection<E> and Set<E>. Because the shadow package extends the Java Collections Framework, all 

the regular methods still work and function at the current time, such as add(…), remove(…), clear(), etc.. 

Converting a property of type Set<E> to HistoricalSet<E>, or any other collection or map, thus requires little change 

in code. Additionally the interfaces define a method get(Time) to obtain a paste state of the collection or map. 

 

Historical complex objects 

For usages other than an immutable value, collection or map, it may be required to have a new implementation of 

AbstractHistorical. Creating such a class requires some comprehension of the events that are used to reconstruct 

past states of values. To this end available event classes in OTS are explained. 

 

The class AbstractHistorical has a generic type argument for the events used such that utility methods for sub-

classes to return events, return the correct type of events. Such events have to extend the interface 

AbstractHistorical.Event. A simple implementation of this is AbstractHistorical.EventValue, which stores a time and 

a value. This information is sufficient for HistoricalValue, which uses this event class. 

 

For maps this class is further extended by AbstractHistoricalMap.EventMap, which additionally stores whether the 

map contained a key prior to a mutation, and optionally the previously associated value (with the key stored as the 

value in superclass AbstractHistorical.EventValue). This information is sufficient to reverse any mutation, which is 

done by the restore(…) method by putting the previous value or by removing the key and associated value 

(whichever is the reverse of the original mutation). Reversing events is done on a copy of the current map, such 

that the current map is not affected. Filling an empty map with the contents of the current map and then reversing 

all applicable events is done in the fill(…) method. This method is used in implementations of the getTime(…) 

method of subclasses (e.g. HistoricalHashMap), and expects an empty Map of the correct Map implementation 

(which is unknown to AbstractHistoricalMap due to type erasure in java generics). 

 

For collections the class AbstractHistorical.EventValue is extended by 

AbstractHistoricalCollection.EventCollection, which defines an abstract restore(…) method. The class is further 

extended by AbstractHistoricalCollection.AddEvent and AbstractHistoricalCollection.RemoveEvent. The 



 

implementation of restore(…) performs a remove(…) for the former, and an add(…) for the latter, so the reverse 

of the original mutation. Note that events are only created if there is an effective mutation. Adding an entry to a set 

that already contains the entry will not result in an event. Finally AbstractHistoricalCollection.EventCollection is 

further extended by AbstractHistoricalList.EventList which adds an index and is further extended by 

AbstractHistoricalList.AddEvent and AbstractHistoricalList.RemoveEvent. All this operates the same as explained 

above, with the addition that entries are removed or added at specific indices. All these event classes are sufficient 

for the shadow collections framework. 

 

AbstractHistorical 

  Event 

     EventValue 

       EventMap 

       EventCollection 

         AddEvent 

         RemoveEvent 

         EventList 

            AddEvent 

            RemoveEvent 

 

2.4.4 Behavioral models 

This chapter describes how behavioral models function within OTS. It does not describe the models themselves. 

For this the reader is referred to the respective references. The structure and modularity of behavioral models is 

strongly correlated with the hierarchical approach of Michon (1985) discussed in GTU - Generalized Travel Unit, 

and to the model factories as discussed in section GTU characteristics generator. This chapter discusses three 

model layers in descending hierarchy: strategical planner, tactical planner and the car-following model. Only the 

strategical planner and tactical planner are mandatory, while a model structure may also contain more sub-

components, depending on the used components. The final two sections of this chapter discus the default tactical 

planner which is the Lane change Model with Relaxation and Synchronization (LMRS) and how parameters are 

used in OTS. As mentioned, not the model itself, but the structure and modularity of the tactical planner are 

discussed. 

2.4.4.1 Strategical planner 

Each GTU has a strategical planner which makes strategical decisions. It defines no method to perform a model, 

but is a provider of information mainly for the tactical planner, including information such as the route, origin, 

destination, and what link to travel to next at a split. The strategical planner also provides the tactical planner to 

the simulation. When information is requested from a strategical planner, the strategical planner may do so in 

different ways with varying complexity. For instance, the route and tactical planner may be fixed instances, or the 

route can be recalculated with some interval while the tactical planner may depend on circumstances such as 

freeway driving vs. urban driving. 

 

A standard implementation is LaneBasedStrategicalRoutePlanner which has a fixed tactical planner, while the 

route is fixed or determined once with a provided RouteSupplier. The route supplier may for instance be based on 

a shortest-path calculation. More complex routing models, either in an implementation of 

LaneBasedStrategicalPlanner or RouteSupplier, can use the weighted shortest-path utilities of Network as 

mentioned in section2.4.1.2. 

 

2.4.4.2 Tactical planner  

A tactical planner governs the short-term movement of the GTU by determining an operational plan. In this section 

we explain when the tactical planner is requested to provide an operational plan. Upon the creation of a GTU a 

call to Gtu.move(…) takes place. This method then repeatedly schedules itself at any (ir)regular interval. The 

method requests a tactical planner from the strategical planner, and an operational plan from the tactical planner 

using the below method. 

https://opentrafficsim.org/manual/10-references/references/
https://opentrafficsim.org/manual/02-model-structure/gtu/
https://opentrafficsim.org/manual/04-demand/gtu-characteristics/


 

 

 

    OperationalPlan generateOperationalPlan(Time startTime,  

        DirectedPoint locationAtStartTime) 

 

This operational plan has a certain duration which determines the interval between move events. The plan can be 

interrupted by the GTU itself at any time using the method interruptMove(), which will cancel the future move event 

and invoke the move method to create a new operational plan starting at the current time, and schedule a future 

move event at the end of that plan. 

 

Tactical planner 

⌊ Generate operational plan 

⌊ Perception 

⌊ Car-following model 

 

The next sub-sections will discuss what an operational plan contains and how it can be created after the intentions 

of the GTU are determined by a model. Next, the relation between the tactical planner and perception is discussed. 

The use of modular utilities is explained, which are model parts that can be easily plugged-in in any tactical planner. 

The final section discusses car-following models, which are a mandatory part of a lane-based tactical planner (not 

a tactical planner in general). 

2.4.4.3 Operational plan 

The operational plan defines the movement of a GTU over the applicable time span. In the event-based simulation 

it can report location, speed and acceleration at any point in time. Movement of the reference point of the GTU 

occurs over a 3D-path. There are no restrictions to this path, though tactical planners may self-impose restrictions 

such as staying on ground level and following lane center lines. 

 

How far along the GTU is over the path since the start of the path depends on three things: time since the start, 

the start speed, and the segments. Each segment defines for some partial duration of the plan what constant 

acceleration is applicable. The SpeedSegment defines constant speed and implies no acceleration, whereas an 

AccelerationSegment defines a particular acceleration value. Segments are consecutive, so starting with the start 

speed, the entire progression through the operational plan can be build up one segment at a time. In classical 

vehicular models the operational plan has a single acceleration segment and its duration is equal to the model 

time step. 

Finally, the lane-based variant of an operational plan is defined as deviative or not. A deviative plan does not 

strictly follow the lane center lines, which makes some calculations concerning position more complex. For non-

deviate plans simpler approaches are sufficient. 

 

Operational plan 

   Path 

   Start time 

   Start speed 

   Segments 

   Deviative 

 

To create tactical plans the utilities (Lane)OperationalPlanBuilder can be used. One of its tools creates a 

LaneBasedOperationalPlan from a SimpleOperationalPlan. The simple plan has a duration, acceleration and 

optionally an initiated lane change direction. These values are typical outcomes of microscopic models. 

 

Simple operational plan 

   Duration 

   Acceleration 

   Lane change direction 

 



 

2.4.4.4 Perception 

Perception, which is discussed in detail in the previous chapter, is positioned under the tactical planner. This is 

because the tactical planner is the most likely component where information from perception is required. Within 

the logic of the tactical planner the method getPerception() can be used to retrieve information from it, or to forward 

the perception to any sub-routine. 

2.4.4.5 Modular utilities 

Tactical planners can be thought of as a collection of behaviors. Individual behaviors can be equal (other than 

parameter values) between different models. Java inheritance does not lend itself well to combine components as 

a class can have one super-class only. This means that behaviors from two existing tactical planners can never 

be combined. A different approach that is better suitable for tactical planners is modularity. This is implemented in 

OTS by using static utilities, found under org.opentrafficsim.road.gtu.lane.tactical.util and further sub-packages. 

Static utilities are static methods that supply some results by applying some logic on some input. A tactical planner 

can invoke such a method to incorporate the logic. For example, TrafficLightUtil has the following method which 

lets a GTU respond to a traffic light by providing some input concerning the current circumstances, preferences 

and a car-following model that describes longitudinal responses. 

 

    public static Acceleration respondToTrafficLight(final Parameters parameters,  

        final HeadwayTrafficLight headwayTrafficLight,  

        final CarFollowingModel carFollowingModel, final Speed speed,  

        final SpeedLimitInfo speedLimitInfo) throws ParameterException 

    { 

        … 

    } 

In some cases the utility may need to store information such that it can remember this in the next time step of the 

model. As the utility is static, the class containing the utility cannot store the information that is accessible to the 

static utility. In such cases the utility can accept some object as input in which it stores such information, while the 

GTU invoking the utility stores the information object itself. For instance, ConflictUtil has the following method. 

 

    public static Acceleration approachConflicts(…,  

        final ConflictPlans conflictPlans, …) 

            throws GTUException, ParameterException 

    { 

        … 

    } 

 

The class ConflictPlans contains the information that the utility needs to remember. All the invoking class has to 

do is store it. 

 

 

    private final ConflictPlans conflictdPlans = new ConflictPlans(); 
 
 

Note that the invoking class does not need any information from the information object, it only needs to store it 

and provide it as input to the static utility. Therefore, methods in the information object are usually not public. 

Exposure of underlying complexity is thus prevented, preventing the invoking class from becoming needlessly 

complex. 

2.4.4.6 Car-following model 

For lane-based GTUs a car-following model is mandatory. Its main purpose is to translate parameters, speed 

information and information regarding the leaders into an acceleration. This method may be used by the tactical 

planner for many reasons, such as following the leader, gap-acceptance and stopping for a traffic light. The car-

following model also needs to supply a desired headway and a desired speed. This is not only useful for the inner-

workings, but the vehicle generator also needs to peek desired headway and speed. Desired headway and desired 



 

speed may be determined by sub-modules. To this end there is an interface DesiredHeadwayModel and an 

interface DesiredSpeedModel. The interface CarFollowingModel extends both interfaces, but whether the 

implementation actually uses sub-models to provide this information, is up to the implementation. 

 

Lane-based tactical planner 

   Car-following model 

     Following acceleration 

     Desired headway 

       Desired headway model 

     Desired speed 

       Desired speed model 

 

The class AbstractCarFollowingModel provides a skeleton implementation with sub-models for the desired 

headway and speed. Furthermore, it gathers the desired headway and speed and provides this to a lower-level 

method to determine acceleration that sub-classes should implement. 

 
The default car-following model is the Intelligent Driver Model+ (IDM+) (Schakel et al., 2010). It is based on the 

IDM (Treiber et al., 2000), and the common aspects are defined in AbstractIDM. Car-following models may be 

defined not to have sub-models for the desired headway and speed, by implementing CarFollowingModel directly. 

 

Car-following model 

  Abstract car-following Model 

     Abstract IDM 

       IDM 

       IDM+ 

 

Complex version of desired headway and desired speed models may depend on more than the basic input 

provided through their methods. These models can implement interface Initialisable, which supplies the GTU to 

the models once the GTU is initialized. For peeking by the vehicle generator, which occurs prior to GTU 

initialization, such models are not yet connected to the GTU. This means that models implementing Initialisable 

should function without this connection by returning a value assuming no context. 

2.4.4.7 Intersection behavior 

Models are available to simulate traffic in limited urban settings. This involves both controlled and uncontrolled 
intersections. Traffic lights in the yellow or red phase are regarded as a stand-still vehicle using the car-following 
model, but using a larger allowable deceleration. However, if required deceleration is beyond the threshold, the 
traffic light is ignored and is passed, which should occur during the yellow phase for a well-designed traffic light. 
At uncontrolled intersections, the area where lanes cross are known as conflicts. Drivers respond to conflicts by 
considering traffic rules and traffic on the conflicting lane. The model for such situations considers several events, 
such as when the vehicle itself or another vehicle is expected to enter or leave the conflict. Depending on the 
timing and order of such events, the driver will pass the conflict, slow down for the conflict, or will stop for the 
conflict. Many details need to be considered for such situations. More on this is explained in Schakel and van 

Arem (2012). 

2.4.4.8 Lane change Model with Relaxation and Sychronization 

The default tactical planner is the Lane change Model with Relaxation and Synchronization (LMRS) (Schakel et 

al., 2012). This section discusses what modules it uses and how it can be extended. 

 

Lane change incentives 

The LMRS is based on lane change incentives that together determine a level of lane change desire. There are 

two types of incentives: mandatory and voluntary. The LMRS can use multiple of each but needs at least one 

mandatory incentive. The LMRS treats mandatory and voluntary incentives differently. For each lateral direction it 

will use the value furthest from zero from all mandatory incentives. Voluntary incentives are added together and 



 

weighted with a factor that decreases as the mandatory desire is more dominant (further away from zero). The 

total is then the total lane change desire. 

 

Each incentive returns lane change desire, where incentives are not fully independent. Mandatory incentives 

receive the mandatory desire that has been determined so far, and voluntary incentives receive the resulting 

mandatory desire and the voluntary desire so far. Based on these values incentives may decide what the desire 

from the incentive is. This means that the order in which the incentives are provided to the LMRS is important. 

Two such dependences are: 

• IncentiveKeep; is 0 if there is any negative voluntary desire so far (or negative mandatory desire). 

• IncentiveSocioSpeed; is 0 if mandatory desire is towards the other lateral direction. 

 

Whenever possible, using either the mandatory or voluntary desire so far should be avoided. Using the resulting 

mandatory desire in voluntary incentives is not dependent on order. 

Additional lane change incentives can easily be added to the LMRS and will result in the appropriate relaxation 

and synchronization behavior based on the resulting lane change desire. 

 

Acceleration incentives 

Although not a formal part of the LMRS, the implementation allows the inclusion of several acceleration incentives. 

These are incentives that, besides car-following, cooperation and synchronization within the LMRS, may influence 

acceleration. There are incentives available for traffic lights, conflicts, speed limit transitions, bus stops and to not 

overtake on the right. Additional incentives can easily be added to the LMRS and influence the acceleration through 

the SimpleOperationalPlan that acceleration incentives receive. 

 

Behaviors 

The LMRS is further specified with four behaviors: Synchronization, Cooperation, GapAcceptance and Tailgating. 

Each of these four behaviors can be set with a specific implementation, and new implementation can be designed. 

Both synchronization and cooperation have a default value which is PASSIVE, referring to responding to the 

nearest GTUs without further future anticipation. For gap acceptance the default is INFORMED, meaning the driver 

is fully aware of all the preferences of surrounding GTUs. Finally, tailgating has default NONE. 

2.4.4.9 Parameters 

Parameters quantify movement of GTUs and can be obtained from the GTU using getParameters(), which returns 

an object of class Parameters. This will mostly be used by the models of the GTU itself. The parameters are pairs 

of parameter types and the respective value. Each parameter type can be seen as ‘a parameter’ within the context 

of a model and is defined as (extensions of) a ParameterType<T> where T is the type of the value. For instance, 

a ParameterType<Length> is coupled to a Length value inside the Parameters. Setting and getting a value of a 

specific parameter is done by providing the right parameter type. 

 

 

    <T> void setParameter(ParameterType<T> parameterType, T value); 

    <T> T getParameter(ParameterType<T> parameterType); 

 

In actual usage the java generics disappear. 

 

 

    parameters.setParameter(ParameterTypes.A, Acceleration.instantiateSI(1.4)); 

    Acceleration a = parameters.getParameter(ParameterTypes.A); 

 

 

Here we see ParameterTypes.A being used, which is the maximum car-following acceleration. It is possible to set 

a parameter value tentatively, for example as one applies a temporary different context on the own GTU (e.g. 

applying the car-following model on a traffic light, where larger decelerations are accepted), or when assessing 

behavior of surrounding GTUs (e.g. setting the desired headway of a surrounding GTU to a short value for 

evaluation of a gap when urgently changing lane). After such cases, the parameter value may be set back to the 



 

previous value, whatever it was. This can be achieved with the following two method calls. (The reason that 

setParameter() does not remember the previous value is efficiency.) If the reset is not called, the tentative value 

becomes permanent (until it is set again). 

 

    parameters.setParameterResettable(ParameterTypes.B, Acceleration.instantiateSI(3.5)); 

    parameters.resetParameter(ParameterTypes.B); 

 

There are two methods to obtain a parameter value, getParameter(…) and getParameterOrNull(…). The first 

throws an exception when a parameter is not defined, while the latter returns null in that case and never throws 

an exception. The latter method is only advised in performance-heavy code. For instance it is used in the constraint 

checks discussed in the following sections, which are done every time a parameter value is set (which is often). 

A number of frequently used parameters is defined in static fields of the ParameterTypes class. For all other cases 

the recommendation is to define the parameter as a static field in the class where it is most used. Even when using 

a default parameter the recommendation is to provide a forwarding reference in the class where it is used, e.g. A 

in the example below. In defining parameters, for many value types (T) there are helper classes that take care of 

the java generics. For instance ParameterTypeDuration implements ParameterType<Duration>. Below an 

example of a regular (unit-less) double value. 

 

    public abstract class AbstractIDM extends AbstractCarFollowingModel 

    { 

        protected static final ParameterTypeAcceleration A = ParameterTypes.A; 

 

        public static final ParameterTypeDouble DELTA = new ParameterTypeDouble("delta", 

            "Acceleration flattening exponent towards desired speed", 4.0, ConstraintInterface.POSITIVE); 

    } 

 

The example shows that parameter DELTA is defined with an id, description, default value, and a constraint. The 

next section explains parameter constraints. 

 

Parameter constraints 

Using constraints on parameter values is a simple way to assure that models behave decently. For example, one 

parameter value may be nonsensical if its value is lower than another parameter, while other parameters are 

nonsensical with negative values. The class ParameterType provides two ways of applying constraints to 

parameter values. 

 

The first is to provide a Constraint<T> in any of the constructors. This is an interface that simply has an accept(T) 

method and can be implemented to form any constraint that is self-contained (i.e. not dependent on other 

parameter values). The following constraints are readily available. NumericConstraint; an enum with several 

frequently applicable constraints for any parameter type that extends Number, including DJUNIT types. 

SingleBound; has static methods to create bounds for any parameter type that extends Number, including 

lowerInclusive(…), lowerExclusive(…), upperInclusive(…) and upperExclusive(…). DualBound; has static 

methods to create dual-bounds for any parameter type that extends Number, including closed(…), open(…), 

leftOpenRightClosed(…) and leftClosedRightOpen(…). CollectionConstraint; constraint that checks whether the 

value is any from a pre-defined collection. SubCollectionConstraint; constraints that checks for parameter types 

with (extensions of) Collection value types, whether the value (a collection) is a subset of a pre-defined collection. 

MultiConstraint; a constraint in to which other independent constraints can be combined. ConstraintInterface; a 

convenience interface with several frequently applicable constraints. It has POSITIVE, NEGATIVE, 

POSITIVEZERO, NEGATIVEZERO, NONZERO, ATLEASTONE and UNITINTERVAL. 

 

If a parameter value needs to be checked relative to another parameter value, both parameter types should 

overwrite the check(…) method of ParameterType. For instance, the below example checks that dfree < dsync. 

Note that one parameter can be set at a time, so both parameter checks should be able to deal with the other 

parameter not yet being present. In any case, the latter of the two should find the error. The check(…) method can 

contain any logic to check whether a parameter value meets constraints. 



 

 

    ParameterTypeDouble DFREE = new ParameterTypeDouble(…) 

    { 

        public void check(final Double value, final Parameters params)  

        { 

            Double dSync = params.getParameterOrNull(DSYNC); 

            Throw.when(dSync != null && value >= dSync, ParameterException.class, 

                "Value of dFree is above or equal to dSync."); 

        } 

    }; 

 

    ParameterTypeDouble DSYNC = new ParameterTypeDouble(…) 

    { 

        public void check(final Double value, final Parameters params) 

        { 

            Double dFree = params.getParameterOrNull(DFREE); 

            Throw.when(dFree != null && value <= dFree, ParameterException.class,  

                "Value of dSync is below or equal to dFree."); 

        } 

    }; 

 

Setting default parameters in factories¶ 

A task of the strategical planner factory is to deliver the parameters for a new GTU. By convention, each sub-

component is a ModelComponentFactory which supplies the parameters the sub-component (and its sub-

components) requires. This means that (default) parameters are set and gathered at several layers. The main 

implementation of Parameters is ParameterSet which provides some methods to easily set default values of 

parameters. That is, default values as determined by the parameter types themselves. If a parameter value is 

considered default in the context of the given model component, but different from the default value the parameter 

type has itself, then the parameter value should simply be set in the factory of the component. Methods for default 

parameter type values are setDefaultParameter(ParameterType) and setDefaultParameters(Class). The first sets 

the default value of one parameter type, while the latter sets the default values of all parameters defined as static 

fields in the provided class. This is why it is advised to define or reference used parameters in a component using 

static fields in a class. To merge parameter sets from several sub-components one can use 

setAllIn(ParameterSet). The parameter set on which this method is called, will set all contained parameters in to 

the provided set. The example below creates a new parameter set, sets all default values of the LMRS utility, and 

merges the default parameters for car-following in to the parameter set. 

 

 

    ParameterSet parameters = new ParameterSet(); 

    parameters.setDefaultParameters(LmrsUtil.class); 

    getCarFollowingParameters().setAllIn(parameters); 

 

  

3 Coding principles, tools and unit test 

3.1 Java programming standards 

I4driving model is programmed in java using the core components of the OpenTrafficSim library. The strictly typed 

and object-oriented nature of Java and OpentrafficSim library provides the necessary tools for development of the 

i4driving model library. Java is multi-platform and offers automatic garbage collection (freeing up memory by 

discarding data that is no longer part of the active program). These features reduce the required effort to make the 

model run on different computers. This section discusses some of the standards of how java is used in the i4driving 

model.  

 

https://opentrafficsim.org/manual/06-behavior/parameters/#setting-default-parameters-in-factories


 

3.1.1 Eclipse¶ 

Eclipse is an Integrated Development Environment (IDE), which is a tool that offers many features for software 

development. It is the tool to develop and i4driving model. Here, we describe some important requirements for the 

i4driving model. 

• Maven; Maven is a tool in which several java projects are coupled, and which determines how a project is 

built in to a stand-alone application. The several separate java projects , such as ots-core and ots-road, 

depend on one another as defined with Maven. This also determines which parts need to be included in 

a stand-alone compiled version of the model. An overview of the most important project dependencies is 

given in Figure 2.2. The file central to Maven in each project is called pom.xml. 

• JDK; the Java Development Kit is a low-level distribution for java development. It contains a Java Runtime 

Environment (JRE), which is required to run java. Additionally, it contains compilers to compile source 

code into byte code, and other tools like Javadoc, a debugger and jvisualvm. The latter is a tool to evaluate 

CPU and memory usage of a java application. 

• Checkstyle; checkstyle is a plugin for Eclipse which prescribes a consistent way of formatting code 

between developers. Think about line length, bracket placement, etc. 

 

 
Figure 3-1: project dependencies. Projects depend on the projects directly below them. Project ots-parser-xml also 

depends on a separate project ots-xsd, containing xml specifications. 

 

3.1.2 Commit check list¶ 

The following list defines some checks that code must meet in order to be eligible for inclusion in the model library. 

1. Checkstyle and code formatter; Have you considered all checkstyle warnings (and solved or knowingly 

suppressed them), and have you formatted/indented the code (Ctrl+Shift+F in Eclipse) according to the 

default formatting? (The default formatting is installed when setting up eclipse according to the guide.) 

2. Compiler warnings and errors; Committing code with compiler errors should be always avoided. Warnings 

should be paid attention to. 

https://opentrafficsim.org/manual/02-model-structure/java/#eclipse
https://opentrafficsim.org/manual/02-model-structure/java/#commit-check-list


 

3. Override toString(); For most classes, the toString() method should be overridden. For purposes of 

debugging and understanding, objects should be able to meaningfully report what they are. In some cases, 

a superclass may have a sufficient implementation. 

4. Implement serializable; All classes should implement serializable, accompanied by a private static final 

long serialVersionUID = #L;, where # is a long formatted as yyyymmdd, e.g. 20171024 for the 24th of 

October, 2017. 

5. Override equals()?; The equals method should be implemented for all classes that are probable to be 

used for equality checks. The default java implementation checks for pointer equivalence, which can in 

many cases give a wrong result, especially in distributed serialization/deserialization or multiple JVM 

settings. Note that usage as key in a Map means equals() will be used. 

6. Then also override hashCode(); Whenever an equals() method is defined, a hashCode() method should 

also be defined, consistently with attributes considered in equals(). 

7. Implement Comparable?; For classes that are likely to be ordered, the Comparable<Class> interface 

should be implemented. 

8. Uncaught exceptions in @throws; All uncaught exceptions that a method may throw, should be 

documented in the Javadoc under the @throws tag. 

9. Pre- and post-conditions; the i4driving model apply a fail-fast principle. This means that methods should 

check whether input meets the requirements. For instance, a pointer may not be null, or a value should 

be positive. For such checks the i4driving model provides several easy and short Throw.when(…) or 

Throw.whenNull(…) methods. 

10. The above rules also hold for inner-classes. 

 

3.1.3 Java generics¶ 

Java generics can initially seem hard and unwieldly, especially when classes are defined with multiple type 

arguments, which itself may also have type arguments. Generics however provides excellent ways in which code 

can be made as generic and re-usable as possible. Therefore, it is applied often to the development of i4driving 

source code. Hence, some understanding of generics is favorable. Note however that in case of good design, java 

generics are present in highly flexible low-level classes, while higher level classes that users mostly interact with 

hide much of the generics involved. This section is not meant to introduce the concept of java generics. Information 

to learn about java generics can easily be found elsewhere. Here a basic understanding of java generics is 

assumed, to further explain some design patterns with java generics as used in i4diriving model development. 

 

Below is an example of recursive generics, where HierarchicalType has type parameter T, which is defined to be 

a subclass of HierarchicalType itself. This pattern is useful when a subclass implementation needs to accept or 

return objects of its own type, while we want to define the functionality only once. For instance, we have GtuType 

which is a subclass of HierarchicalType. Without re-specifying the getParent() method, it is guaranteed that for a 

GtuType, it will return a GtuType. This holds for any subclass, and the pattern allows us to define the functionality 

once. 

 

    public abstract class HierarchicalType<T extends HierarchicalType<T>>  

        implements Type<T> 

    { 

        private T parent; 

        public final T getParent() 

        { 

            return this.parent; 

        } 

    } 

 

    public final class GtuType extends HierarchicalType<GtuType> 

    { 

    } 

 

https://opentrafficsim.org/manual/02-model-structure/java/#java-generics


 

The next example shows how one object can house multiple objects of the same class, that have different type 

parameters but offer no difficulty to the outside user. We do this by applying safe casting within a limited scope 

which guarantees the cast is safe. In this case we have ParameterSet, which has multiple parameters, each having 

a certain type for the value. The method setParameter(…) assures that for a set parameter value, the value type 

matches the parameter type T (which may differ between different calls of the method). To store the values, there 

is a map between parameters of any type <?>, to simply an object of any type. The getParameter(…) method 

performs a cast of the value obtained from the internal map. Given this context, where only the method 

setParameter(…) has write access to the Map, we are certain the value object matches the parameter type, and 

the cast is safe. Hence, we can suppress the warning. 

 

    public class ParameterSet 

    { 

        private Map<ParameterType<?>, Object> parameters; 

        public final <T> void setParameter(final ParameterType<T> parameterType,  

            final T value) 

        { 

            this.parameters.put(parameterType, value); 

        } 

        @SuppressWarnings("unchecked") 

        public <T> T getParameter(final ParameterType<T> parameterType) 

        { 

            return (T) this.parameters.get(parameterType); 

        } 

    } 

 

 

Next, we give an example of super generics, which are often considered vague, but make sense in an actual use 

of the super keyword with java generics. In this example we discuss a ParameterType<T> as in the previous 

example. Any parameter type may be defined with some constraint, for example that the value has to be above 0. 

We may have many parameter types which would have such a constraint, but have different type arguments. For 

example, parameter types using Length, Duration, Acceleration, etc. Since all these types are a subclass of 

Number, returning the SI value as number, it would be convenient to have one single Constraint<Number> and 

use this on all mentioned parameter types. This is possible by letting the parameter type implementations accept 

a constraint typed with the parameter value type or a super class of it. For example, ParamaterTypeLength which 

is typed with Length, can receive any constraint that can operate on a Length or any of its super classes. A 

constraint on Number, or Object, would thus be acceptable, as Length is both a Number and an Object. 

 

 

    public class ParameterTypeLength extends ParameterTypeNumeric<Length> 

    {     

        private Constraint<? super Length> 

    } 

 

 

Next, we show an example using quite some type arguments, to show that although at first glance this may seem 

unclear, it makes perfect sense. The example discusses a PerceptionCollectable. It is designed to allow iteration 

over perceived representations of type H regarding underlying objects in simulation of type U. Furthermore, it can 

perceive a collected result of type C, resulting from considering all objects of type U together. Finally, as the 

collected (accumulated) result is determined, there is an intermediate result of type I. As a concrete example, 

density may be determined by considering leaders of type U = GTU, perceived as H = HeadwayGTU, resulting in 

a density C = LinearDensity, with an intermediate type I which is some class that stores a cumulative GTU count, 

and the distance over which these GTUs are found. The identity returns an initial value for this (count = 0), while 

the accumulator increases the result for every next GTU, and the finalizer translates the last intermediate result in 

a density. We again see the super keyword, as for instance we could have a PerceptionCollectable of lane-based 



 

GTUs with U = LaneBasedGTU. From the set of lane-based GTUs we could use an accumulator of GTUs (so a 

superclass of LaneBasedGTU) as for instance only speed is used, which GTUs also have. Without the super 

keyword, a PerceptionAccumulator<GTU, ?> could not be used. 

 

 

    public interface PerceptionCollectable<H extends Headway, U>  

            extends PerceptionIterable<H> 

    { 

        <C, I> C collect(Supplier<I> identity,  

                PerceptionAccumulator<? super U, I> accumulator,  

                PerceptionFinalizer<C, I> finalizer); 

    } 

 

 

At the beginning of this section it was mentioned that good design should hide much of the underlying java generics 

being used in lower level classes. Though this is true, it doesn’t excuse the developer of low-level functionality 

from using comprehensive java generics. As an example of how comprehensive java generics can be hidden, 

consider the class Length. Below the definition of its comprehensive super class is shown. Users of Length have 

to define no type argument, but lower level classes make sure that correct calculations are made (e.g. adding 

Length and not Speed) and only units pertaining to the length quantity are used. 

 

 

    public interface PerceptionCollectable<H extends Headway, U> extends PerceptionIterable<H> 

    { 

        <C, I> C collect(Supplier<I> identity, PerceptionAccumulator<? super U, I> accumulator, 

                PerceptionFinalizer<C, I> finalizer); 

    } 

 

 

These are just a few examples of how java generics is used in OTS. If done well, it’s only a ‘relative headache’ at 

one location, while providing high flexibility, reusability and cleaner and more intuitive code elsewhere. 

 

3.1.4 Unit tests¶ 

JUnit is a framework that is used in Eclipse to perform ‘unit tests’ for the i4driving model library. A unit test is code, 

outside of the functional code of a project, that tests functionality of the functional code at a unit level. A typical 

example is to invoke a method with prescribed input, and checking whether the method output is as expected. 

This is then repeated for a range of input values. As such the unit test verifies that the method functions as it 

should. Ideally every part of functional code is subject to a unit test such that proper functioning of the model is 

guaranteed. Even still it does not exclude bugs that arise from complex interactions between methods or regarding 

unforeseen cases. Nonetheless, unit tests help to keep a complex project robust and bug free.  

 

JUnit tests are blocks of code that perform a test on the functioning of a ‘unit’ of a program. Typically, this is testing 

the outcome of a method given prescribed input. The code for JUnit tests is found in equally named packages as 

the functional code that is tested, but within the Maven project structure it is found under a folder named ‘test’ 

rather than ‘main’ where the functional code is. Within this package classes can be defined that have methods just 

like other classes, in particular test methods, and other methods that are used in those test methods. Below is an 

example of a test method. It tests whether default parameter values are correctly set. The @Test annotation tells 

JUnit that this method should be invoked for testing. This test method uses two tools from JUnit: assertTrue(…) 

and fail(…). With these tools JUnit can report outcome of tests by running the test code as a JUnit test.  

 

 

    @Test 

    public final void defaultsTest() 

https://opentrafficsim.org/manual/02-model-structure/java/#junit-tests


 

    { 

        Parameters params = new ParameterSet().setDefaultParameters(ParameterTypes.class); 

        try 

        { 

            assertTrue("Default value is not correctly set.", params.getParameter(ParameterTypes.A) 

                .equals(ParameterTypes.A.getDefaultValue())); 

        } 

        catch (ParameterException exception) 

        { 

            fail("Default value is not set at all."); 

        } 

    } 

 

JUnit has many more checks available. These are made accessible in the test code by importing them. 

Furthermore, if the test method itself results in an exception, this is also reported in the JUnit test. 

 

    import static org.junit.Assert.fail; 

    import org.junit.Test; 

 

 

In some cases, it can be a hassle to setup interdependent objects just to test a single method. For example, if you 

want to test functionality of a utility that creates GTU generators from an OD matrix, it is required to have a network, 

a simulator, etc. Instead of setting this up one can also mock the functionality. For this Mockito is used. The code 

below mocks an object of type OtsSimulatorInterface in a test class JUnitTest. The mocked implementation is 

defined to return two values for two methods. The method getSimulatorTime() will return the result from the created 

Answer<Time> which dynamically accesses the value JUnitTest.this.time, and the method getReplication() will 

return the current value of this.replication (which is separately set). 

 

 

    OtsSimulatorInterface simulatorMock = Mockito.mock(OtsSimulatorInterface.class); 

    Answer<Time> answerTime = new Answer<Time>() 

    { 

        @SuppressWarnings("synthetic-access") 

        @Override 

        public Time answer(final InvocationOnMock invocation) throws Throwable 

        { 

            return JUnitTest.this.time; 

        } 

    }; 

    Mockito.when(simulatorMock.getSimulatorTime()).then(answerTime); 

    Mockito.when(simulatorMock.getReplication()).thenReturn(this.replication); 

 
A list of unit tests applied to the model’s components are listed in the table below.  

 

Table 3-1: The list of important unit tests 

Unit test Address  

CompatibilityTest org.opentrafficsim.core.compatibility 

AbstractOtsModelTest org.opentrafficsim.core.dsol 

OtsSimulatorTest org.opentrafficsim.core.dsol 

GeometryTest org.opentrafficsim.core.geometry 

TestIntersectionPerformance org.opentrafficsim.core.geometry 

GtuCharactersticsTest org.opentrafficsim.core.gtu 

RelativePositionTest org.opentrafficsim.core.gtu 

https://site.mockito.org/


 

GtuTypeTest org.opentrafficsim.core.gtu 

TurnIndicatorStatusTest org.opentrafficsim.core.gtu 

PerceptionExceptionTest org.opentrafficsim.core.perception 

TimeStampedObjectTest org.opentrafficsim.core.perception 

AttentionTest org.opentrafficsim.i4driving 

ConflictTest org.opentrafficsim.i4driving 

SocialPressureProxyTest org.opentrafficsim.i4driving 

NetworkTest org.opentrafficsim.core.network 

HistrocialTest org.opentrafficsim.perception 

 

4 Simulation models 

This section gives a brief overview of setting up a simulation in OpenTrafficSim (OTS) using i4driving models, 

followed by six example scenarios that demonstrates its application.  

4.1 Simulation setup 

4.1.1 How to set up a simulation 

To set up a simulation one can extend AbstractSimulationScript. This is a utility that enables simulation with or 

without animation and that can be controlled using command line arguments. The proposed structure is as below. 

The main method accepts command line arguments that are given to CliUtil together with the created 

SimpleSimulation. Next, the main method simply invokes start() to start the simulation.  

 

  public class SimpleSimulation extends AbstractSimulationScript  
    {  
  
        @Option(names = "--output", description = "Generate output.", negatable = true, defaultValue = "false")  
        private boolean output;  
  
        protected SimpleSimulation()  
        {  
            super("Simple simulation", "Example simple simulation");  
        }  
  
        public static void main(final String[] args) throws Exception  
        {  
            SimpleSimulation simpleSimulation = new SimpleSimulation();  
            CliUtil.execute(simpleSimulation, args);  
            simpleSimulation.start();  
        }  
  
    }   
 
 

Command line arguments are used to set values of properties of AbstractSimulationScript and of the sub class, in 

this case SimpleSimulation. This is done by CliUtil which uses picocli. For example the command line arguments 

--output true is equivalent to setting SimpleSimulation.output = true. The property SimpleSimulation.output may 

be used anywhere inside the class SimpleSimulation. Some properties are available using get-methods from 

AbstractSimulationScript. These are: 

•   --seed; getSeed(); default 1 

•   --startTime; getStartTime(); default 0s 

•   --warmupTime; getWarmupTime(); default 0s 

•   --simulationTime; getSimulationTime(); default 3600s 

•   autorun; isAutorun(); default false 



 

 

The autorun parameter triggers animation when false. These, and other, parameters can be determined with the 

command line arguments. The example SimpleSimulation has to implement one more method to actually define 

the simulation content. This is given below for a simple network of two nodes and one link with two lanes. An 

alternative to this is to use the XML parser to read an XML file and create a network including animation from it. 

 
protected RoadNetwork setupSimulation(final OtsSimulatorInterface sim) 
            throws NullPointerException, DrawRuntimeException, NetworkException, OtsGeometryException 
    { 
        RoadNetwork network = new RoadNetwork("Simple network", sim); 
        Point2d pointA = new Point2d(0, 0); 
        Point2d pointB = new Point2d(500, 0); 
        Node nodeA = new Node(network, "A", pointA, Direction.ZERO); 
        Node nodeB = new Node(network, "B", pointB, Direction.ZERO); 
        GtuType car = DefaultsNl.CAR; 
        GtuType.registerTemplateSupplier(car, Defaults.NL); 
        LinkType freewayLink = DefaultsNl.FREEWAY; 
        LaneType freewayLane = DefaultsRoadNl.FREEWAY; 
        CrossSectionLink link = new CrossSectionLink(network, "AB", nodeA, nodeB, freewayLink, new 
OtsLine3d(pointA, pointB), 
                null, LaneKeepingPolicy.KEEPRIGHT); 
        LaneGeometryUtil.createStraightLane(link, "Left", Length.instantiateSI(1.75), Length.instantiateSI(3.5), 
freewayLane, 
                Map.of(car, new Speed(120, SpeedUnit.KM_PER_HOUR))); 
        LaneGeometryUtil.createStraightLane(link, "Right", Length.instantiateSI(-1.75), Length.instantiateSI(3.5), 
freewayLane, 
                Map.of(car, new Speed(120, SpeedUnit.KM_PER_HOUR))); 
        LaneGeometryUtil.createStraightStripe(Type.SOLID, link, Length.instantiateSI(3.5), 
Length.instantiateSI(0.2)); 
        LaneGeometryUtil.createStraightStripe(Type.DASHED, link, Length.instantiateSI(0.0), 
Length.instantiateSI(0.2)); 
        LaneGeometryUtil.createStraightStripe(Type.SOLID, link, Length.instantiateSI(-3.5), 
Length.instantiateSI(0.2)); 
        return network; 
    } 
 

 

With this in place the simulation can run, but without traffic. The next tutorial deals with creating an OD matrix. To 

apply the OD on the network one can use OdApplier within the setupSimulation(…) method. Section 4.1.3 gives a 

tutorial on how to setup up model factories when using OdApplier. This method has the task to set everything up 

that is required for the simulation. This includes for example a RoadSampler, Detectors, or some dedicated data 

collection. 

Some elements of simulation can be specified by overriding methods of AbstractSimulationScript. These methods 

are: 

• animateNetwork(…); defines what animations are used for the various types of objects. 

• addTabs(…); adds taps for additional visualization, e.g. time-space plots, next to the only default tap 

named ‘animation’. 

• onSimulationEnd(); a trigger that is called on the simulation end, can for example be used to save gathered 

data. 

• setupDemo(…); intended to optionally add elements to the demo panel on the right side of the animation 

screen (which is hidden by default). 

• setAnimationToggles(…); defines the buttons on the left side of the animation screen. 

The default implementations of these methods are empty, except for animateNetwork(…) which uses 

DefaultAnimationFactory, and setAnimationToggles(…) which sets a default set of animation toggles. In order to 

animate objects that appear during simulation, DefaultAnimationFactory registers itself as a listener to the 

appropriate events using the event producers and listeners system. 



 

 

4.1.2 How to create an OD matrix and add demand data 

This section explains how an OD matrix can be created using code. Section Origin-destination matrix explains OD 

matrices in OTS. We first create a list of origins (nodes A and B) and destinations (nodes B and C). 

 

    

 List<Node> origins = new ArrayList<>(); 

    origins.add(nodeA); 

    origins.add(nodeB); 

    List<Node> destinations = new ArrayList<>(); 

    destinations.add(nodeB); 

    destinations.add(nodeC); 

 

 

In this case we specify demand per GTU type, and create a categorization for this. 

 

 

Categorization categorization = new Categorization("MyCategorization", GtuType.class); 

 

 

And we use stepwise demand with half-hour periods. 

 

 

DoubleVectorData data = 

            DoubleVectorData.instantiate(new double[] {0.0, 0.5, 1.0}, TimeUnit.BASE_HOUR.getScale(), 

StorageType.DENSE); 

    TimeVector timeVector = new TimeVector(data, TimeUnit.BASE_HOUR); 

    Interpolation interpolation = Interpolation.STEPWISE; 

 

 

Now we can create the OD matrix, still without demand data. 

 

 

OdMatrix odMatrix = new OdMatrix("MyOD", origins, destinations, categorization, timeVector, interpolation); 

 

 

To add demand we need categories. In our case these are not OD specific as we do not specify demand per lane 

or route. So we only need two categories for all demand. 

 

 

    Category carCategory = new Category(categorization, DefaultsNl.CAR); 

    Category truckCategory = new Category(categorization, DefaultsNl.TRUCK); 

 

 

Demand for cars from A to B follows the matrix time periods and interpolation. We have half an hour with 1000 

veh/h, and another with 2000 veh/h. The third demand value is not used with stepwise demand. 

 

 

data = DoubleVectorData.instantiate(new double[] {1000.0, 2000.0, 0.0}, FrequencyUnit.PER_HOUR.getScale(), 

            StorageType.DENSE); 

FrequencyVector demandABCar = new FrequencyVector(data, FrequencyUnit.PER_HOUR); 

odMatrix.putDemandVector(nodeA, nodeB, carCategory, demandABCar); 

 



 

 

Suppose we have truck data in 1-hour periods, but with piecewise linear demand. We add this by specifying a 

separate time vector and interpolation. 

 

 

data = DoubleVectorData.instantiate(new double[] {0.0, 1.0}, TimeUnit.BASE_HOUR.getScale(), 

StorageType.DENSE); 

    TimeVector truckTime = new TimeVector(data, TimeUnit.BASE_HOUR); 

    data = DoubleVectorData.instantiate(new double[] {100.0, 150.0}, FrequencyUnit.PER_HOUR.getScale(), 

StorageType.DENSE); 

    FrequencyVector demandABTruck = new FrequencyVector(data, FrequencyUnit.PER_HOUR); 

    odMatrix.putDemandVector(nodeA, nodeB, truckCategory, demandABTruck, truckTime, 

Interpolation.LINEAR); 

 

 

Now we also add demand from node B to node C, where we only know that on average 10% of traffic is trucks. 

We specify a single demand pattern, and apply it with a factor on each category. In this case we use the same 

time vector and interpolation as the matrix. 

 

 

data = DoubleVectorData.instantiate(new double[] {1200.0, 1500.0, 0.0}, FrequencyUnit.PER_HOUR.getScale(), 

            StorageType.DENSE); 

    FrequencyVector demandBC = new FrequencyVector(data, FrequencyUnit.PER_HOUR); 

    odMatrix.putDemandVector(nodeB, nodeC, carCategory, demandBC, timeVector, interpolation, 0.9); 

    odMatrix.putDemandVector(nodeB, nodeC, truckCategory, demandBC, timeVector, interpolation, 0.1); 

 

 

Demand can also be specified in number of trips per time period, rather than a frequency. Again, this can either 

be done using the matrix time, or a specified time. Note that the interpolation is always stepwise for trips, and can 

therefore not be specified. 

 

 

    odMatrix.putTripsVector(nodeA, nodeC, carCategory, new int[]{300, 400}); 

    odMatrix.putTripsVector(nodeA, nodeC, truckCategory, new int[]{100}, truckTime); 

 

 

The command odMatrix.print() will output the following. As we can see, trips have internally been transformed into 

frequencies. 

A -> B | [GtuType: CAR] | [ 1000.00000 2000.00000 0.00000000] /h 

A -> B | [GtuType: TRUCK] | [ 100.000000 150.000000] /h 

A -> C | [GtuType: CAR] | [ 600.000000 800.000000 0.00000000] /h 

A -> C | [GtuType: TRUCK] | [ 100.000000 0.00000000] /h 

B -> B | -no data- 

B -> C | [GtuType: CAR] | [ 1080.00000 1350.00000 0.00000000] /h 

B -> C | [GtuType: TRUCK] | [ 120.000000 150.000000 0.00000000] /h 

 

4.1.3 How to set up model factories when using an OD matrix 

When using an OD matrix, vehicle generation can bet set up using OdApplier. This utility uses an instance of 
OdOptions to define specifics of vehicle generation. One option is OdOptions.GTU_TYPE which has a value of 
type LaneBasedGtuCharacteristicsGeneratorOd. This tutorial covers some ways to define this. Section GTU 
characteristics generator covers the structure for factories in a non-OD matrix context. The structure for 
characteristics within an OD matrix context is similar and discussed in section GTU characteristics. The difference 
is that the OD matrix defines the origin and the destination, and possibly the route and/or GTU type. 
 



 

In this tutorial the factories are defined in anonymous classes, as factories are often used in specifics contexts. 

For every model component this could however also be a separate class. Anonymous classes are an in-place 

manner to define extensions of classes, including extensions of interfaces and abstract classes. Below is example 

code where an instance of an anonymous extension of LaneBasedGtuCharacteristicsGeneratorOd is created. 

 

 

LaneBasedGtuCharacteristicsGeneratorOd characteristicsGenerator = new 

LaneBasedGtuCharacteristicsGeneratorOd() 

    { 

        @Override 

        public LaneBasedGtuCharacteristics draw(final Node origin, final Node destination, final Category category, 

                final StreamInterface randomStream) throws GtuException 

        { 

            // implementation code 

        } 

    }; 

 

 

Let us assume that for this simulation the GTU type and route are defined in the OD matrix, we use default GTU 

dimensions and maximum speed and use no vehicle model. This can be achieved by adding the following code in 

the draw(…) method. 

 

 

    GtuType gtuType = category.get(GtuType.class); 

    Route route = category.get(Route.class); 

    GtuCharacteristics gtuCharacteristics = GtuType.defaultCharacteristics(gtuType, origin.getNetwork(), 

randomStream); 

    VehicleModel vehicleModel = VehicleModel.NONE; 

 

 

What remains to be defined is a LaneBasedStrategicalPlannerFactory. Note that the strategical planner factory 

can be defined once, for example as a property of the anonymous class, rather that for every call to the draw() 

method. 

 

 

  CarFollowingModelFactory<?> carFollowing = new IdmPlusFactory(randomStream); 

  PerceptionFactory perception = new DefaultLmrsPerceptionFactory(); 

  LaneBasedTacticalPlannerFactory<?> tactical = new LmrsFactory(carFollowing, perception); 

  LaneBasedStrategicalPlannerFactory<?> strategical=new LaneBasedStrategicalRoutePlannerFactory(tactical); 

 

 

Finally, all defined aspects of the characteristics can be returned. 

 

 

 return new LaneBasedGtuCharacteristics(gtuCharacteristics, strategical, route, origin, destination, vehicleModel); 

 

 

Setup code like this is usually more elaborate as more specific, non-default characteristics are used. Extensions 

to this approach could be: 

• The GTU type and route may not be defined in the OD, but instead be drawn from a distribution or be 

derived by generators, or specifically for the route by a RouteGenerator. (The route can be determined in 

different places. If the OD matrix defines a route, it is used. A LaneBasedStrategicalRoutePlannerFactory 

can also be assigned a RouteGenerator in its constructor. It will be forwarded to all strategical planner 

instances it creates. It is used whenever the route turns out to be null, including ‘en-route’. For clarity it is 



 

preferred to prevent redundancy, i.e. it is advised to determine routes at one place, and rely on an 

exception to be thrown when routes are not properly defined.) 

• The GTU dimensions and maximum speed may be drawn from non-default distributions. 

• The vehicle model may be determined by a factory, varying e.g. vehicle mass. 

• The car-following factory could use lower-level factories for desired headway and desired speed models. 

• A perception factory may be required which includes specific perception categories in the perception. 

• The LMRS factory can be specified with many more choices. 

 

Another way to go about this process is to use DefaultLaneBasedGtuCharacteristicsGeneratorOd, which is 

discussed in section GTU characteristics. It can be created by setting several optional elements with a factory. For 

example, the lines below create a DefaultLaneBasedGtuCharacteristicsGeneratorOd with only a default LMRS 

model set. Besides the create() method, the Factory has many methods to set the elements. These methods allow 

method chaining, i.e. Factory().setX(…).setY(…).setZ(…).create(). 

 

 

LaneBasedStrategicalRoutePlannerFactory lmrs = 

DefaultLaneBasedGtuCharacteristicsGeneratorOd.defaultLmrs(randomStream); 

DefaultLaneBasedGtuCharacteristicsGeneratorOd generator = new 

DefaultLaneBasedGtuCharacteristicsGeneratorOd.Factory(lmrs).create(); 

 

 

For clarity the rest of the example code does not use method chaining. It should be noted that the following code 

uses a variable randomStream. The context, however, is any method that sets up a simulation, and not 

LaneBasedGtuCharacteristicsGeneratorOd.draw(…) as presented before. Nonetheless it is likely the same stream 

of random numbers used for vehicle generation, being passed on from one context to another. It should also be 

noted that the example code sets many standard elements, which are equal to the default elements that are used 

when a particular element is not specified. This is for the sake of illustration. First, let us define the GTU types. 

 

 

    GtuType car = DefaultsNl.CAR; 

    GtuType truck = DefaultsNl.TRUCK; 

 

 

Next, factories for model components are set up similar to how this was done before. A ParameterFactory is 

included to set a different acceleration value for trucks. The highest level factory (strategical) is used on the GTU 

characteristics generator factory. Note that this is a simple case. Depending on the GTU type, and possibly the 

origin or destination, the strategical planner factory may return various models, possibly based on a set of delegate 

strategical planner factories. 

 

 

    CarFollowingModelFactory<?> carFollowing = new IdmPlusFactory(randomStream); 

    PerceptionFactory perception = new DefaultLmrsPerceptionFactory(); 

    LmrsFactory tactical = new LmrsFactory(carFollowing, perception); 

    ParameterFactoryByType params = new ParameterFactoryByType(); 

    params.addParameter(truck, ParameterTypes.A, Acceleration.instantiateSI(0.8)); 

    LaneBasedStrategicalPlannerFactory<?> strategical = new 

LaneBasedStrategicalRoutePlannerFactory(tactical, params); 

    Factory factoryOD = new DefaultLaneBasedGtuCharacteristicsGeneratorOd.Factory(strategical); 

 

 

Next, we create and set a distribution such that 90% of the GTUs are cars, and the rest trucks. 

 

 

    Distribution<GtuType> gtuTypeGenerator = new Distribution<>(randomStream); 



 

    gtuTypeGenerator.add(new FrequencyAndObject<>(0.9, car)); 

    gtuTypeGenerator.add(new FrequencyAndObject<>(0.1, truck)); 

    factoryOD.setGtuTypeGenerator(gtuTypeGenerator); 

 

 

 

Suppose we want non-default dimensions for cars, but for trucks the defaults are ok. For this we supply a template 

for cars. 

 

 

    Set<GtuTemplate> templates = new LinkedHashSet<>(); 

    templates.add(new GtuTemplate(car, 

            new ConstantGenerator<>(Length.instantiateSI(4.5)), 

            new ConstantGenerator<>(Length.instantiateSI(1.9)),  

            new ConstantGenerator<>(Speed.instantiateSI(50)))); 

    factoryOD.setTemplates(templates); 

    GtuType.registerTemplateSupplier(truck, Defaults.NL); 

 

 

As vehicle model we require, in this case, the mass to be known and distributed. Hence, two distributions are 

created and used in an anonymous vehicle model factory. Note that the implementation returns a value from either 

distribution based on the input GTU type. 

 

 

    DistContinuousMass carMass = new DistContinuousMass(new DistUniform(randomStream, 500, 1500)); 

    DistContinuousMass truckMass = new DistContinuousMass(new DistUniform(randomStream, 800, 10000)); 

    factoryOD.setVehicleModelGenerator(new VehicleModelFactory() 

    { 

        @Override 

        public VehicleModel create(final GtuType gtuType) 

        { 

            Mass mass = gtuType.isOfType(car) ? carMass.draw() : truckMass.draw(); 

            double momentOfInertiaAboutZ = 0.0; 

            return new VehicleModel.MassBased(mass, momentOfInertiaAboutZ); 

        } 

    }); 

Finally, lets create the GTU characteristics generator. 

 

    

 DefaultLaneBasedGtuCharacteristicsGeneratorOd generator = factoryOD.create(); 

 

 

This concludes the example code. It is recommended to use DefaultLaneBasedGtuCharacteristicsGeneratorOd 

when possible. It is very flexible and requires the user to only specify what is non-default. Before creating the set 

up code, the user should be aware of the model structure of the components to use. OTS only enforces the use 

of a strategical factory at the highest level. What lower levels are used is entirely up to specific implementations, 

ranging from tactical planners, including perception, to desired speed and headway models. 

 

4.1.4 How to set up bus traffic 

OTS is mostly concerned with regular vehicular traffic in its current form. There are however some components 

for bus traffic. These can be integrated in a simulation. 

• GTU type SCHEDULED_BUS can be used to define bus lanes and other traffic rules, bus demand, etc. 



 

• To let a bus follow a schedule there is class BusSchedule. It is an extension of Route with additional bus 

stop information. For each bus stop it has: 

o Bus stop id. 

o Scheduled departure time. 

o Dwell time at the stop. 

o Whether the schedule is enforced (i.e. do not leave early). 

o A few methods to get and set the departure time. 

• Perception category BusStopPerception lets the GTU spot bus stops. 

• For inclusion in the LMRS there is acceleration incentive AccelerationBusStop. It evaluates the bus stops 

ahead and considers the schedule and dwell times. This occurs in close cooperation with BusSchedule. 

• For inclusion in the LMRS there is lane change incentive IncentiveBusStop. It calculates lane change 

desire considering a bus stop ahead. 

• BusStop is a lane-based object that represents the bus stop. It contains the lines that stop at the bus stop, 

and automatically connects itself to nearby conflicts where priority may be based on the bus leaving the 

bus stop. 

• Conflicts can be set up with a BusStopConflictRule that checks whether a bus is leaving or not. 

• Enum Priority in CrossSectionLink has a field named BUS_STOP. This can be set as the priority of a link 

to tell the ConflictBuilder to assign a bus conflict rule. 

 

4.2 Example demos 

4.2.1 Straight 

This demo presents a single lane road with a blockage for a while. The model shows the dissolving of the 

congestion that occurs as a result. As shown in Figure 4-1, users can set customized values for model parameters 

before starting the simulation model.  

 

 
Figure 4-1: Model parameters setting interface for demo ’Straight’. 

 

As shown in Figure 4-2, users can choose ‘ID’, ‘Speed’ or ‘Acceleration’ to observe the evolvement of the scenario 

from different perspectives.  

 



 

 

Figure 4-2: GUI network for demo ’Straight’ 

 

Figure 4-3shows the congestion phenomenon referring from lower speed levels of vehicles.  

 

 
Figure 4-3: Congestion propagation 

 

In the ‘statistic’ module of the ‘Straight’ demo (shown in Figure 4-4), statistical charts including the distribution of 

density, speed, flow and acceleration can be plotted dynamically when the simulation runs.  

 



 

 
Figure 4-4: Statistic charts for demo ’Straight’. 

4.2.2 CircularRoad 

This scenario shows a two-lane circular road with overtaking. Users can specify the fraction of cars and trucks, as 

well as some driving parameters, as shown in Figure 4-5.  

 

 
Figure 4-5: Model parameters settings for demo ’CircularRoad’. 

 

Figure 4-6 presents the circular roundabout given the above set parameters. Vehicles with longer length are trucks. 

In ‘CircularRoad’ demo, statistic information such as trajectories, density-flow diagram, flow-speed diagram, and 

the distributions of speed, etc. can be plotted when the simulation runs (Figure 4-7). 

 



 

 
Figure 4-6: Network demonstration for demo ’CircularRoad’. 



 

 
Figure 4-7: Fundamental diagrams for demo ’CircularRoad’. 

4.2.3 ShortMerge 

This scenario presents a short merge on a highway, followed by a destination split, forcing cars to change lanes 

in a relative short distance. 

 

 
Figure 4-8: Short Merge scenario 

 



 

4.2.4 TJunction 

This scenario presents a complex crossing traffic on a T-junction with automated conflict resolution.  

 

 
Figure 4-9: T-Junction scenario with different conflicts and one traffic light 

4.2.5 Turbo Roundabout 

This scenario is a Turbo Roundabout without traffic lights, conflict resolution is fully automated. 

 

 
Figure 4-10: The Turbo roundabout withough traffic lights. 



 

 

4.2.6 Networks 

This demo shows several different networks with merging and splitting, forcing cars to change lanes and to merge. 

Passenger cars probability, flow per lane and the geometry of the network can be set (Figure 4-11).   

 

 
Figure 4-11: Model parameters settings for demo ’Networks’. 

Figure 4-12 shows the GUI for demo ’Networks’ with ’Merge 1 plus 1 into 1’ scenario, and Figure 4-13 shows the 

real-time vehicle trajectories for each lane. Figure 4-14 and Figure 4-15 show an split network and its lane specific 

trajectory data respectively.  

 

 
Figure 4-12: GUI for demo ’Networks’ with ’Merge 1 plus 1 into 1’ scenario. 



 

 
Figure 4-13: Trajectory plots for demo ’Networks’ with ’Merge 1 plus 1 into 1’ scenario. 

 

 
Figure 4-14: GUI surface for demo ’Networks’ with ’Split 4 into 2 plus 2’ scenario. 



 

 
Figure 4-15: Trajectory plots for demo ’Networks’ with ’ Split 4 into 2 plus 2’ scenario. 

5 Integration and co-simulation 

I4driving model library also support co-simulation and integration between multiple simulation 
software. This enables i4driving model to work as a simulation engine for any 2D and 3D virtual 
environments.  This section gives a brief overview of how other simulation platforms and 
i4driving model can be coupled. The basic principle is to use a communication protocol to send 
messages back and forth between the external software and i4driving model. Such a protocol 
is independent of programming language. The following sections describe the program 
modules, the principle of dead-reckoning to robustly deal with slight data delays, and the 
messages that can be sent back and forth between other simulation softwares and i4driving 
model. 
 

5.1 Modules 

Sending messages back and forth happens through a communication protocol, as depicted in 
Figure 4-16. Reacting to, and sending messages, occurs in the interface on both sides. Both 
on the side of Aimsun and OTS, the relevant messages have to be serialized (made into raw 
bytes) and deserialized (translated from raw bytes). To a large degree, this occurs in generic 



 

implementations of the communication protocol for C++ and Java. The protocol in the overview 
of Figure 4-16 is Sim0mq, for which implementations are available in C++2 and Java. The 
information contained within the messages, and the appropriate responses on either side, also 
need to be developed in the interface. For example, a message can give the position of a 
vehicle. One side needs to know what information it has to send, that it has to send this 
information, and when to send it. Then, the information has to be retrieved from the program. 
The other side needs to understand this information and effectuate it for example in 
visualization. All this logic, for all messages, is part of the interface. 
 

 
Figure 5-1: overview of a framework for co-simulation 

 

5.2 Dead reckoning 

In any communication protocol, delays may occur. When information on the position of vehicles 
is delayed, dead-reckoning should be applied to extrapolate the position of a vehicle, beyond 
the time for which exact information was given. When new information is received, and some 
error is found between the current position based on previous dead-reckoning, and the newly 
received position, a smooth algorithm needs to be applied to correct the position. This 
especially holds true for vehicles being controlled in a driver simulator, around the participant. 
In other cases, this is less important. Extrapolation of vehicle position can be done using 
constant speed or constant acceleration, in the last known direction of a vehicle. 
 

5.3 Sim0MQ 

Sim0MQ makes use of the ØMQ (or 0MQ or ZMQ) message bus, and contains a layer of simulation-specific 

components and messages to aid in creating distributed simulation execution. The Sim0MQ message bus is a 

fast-messaging protocol to create loosely coupled simulations. Several components have been created to help in 

easy setting up of co-simulations using the Sim0MQ message bus.  Examples are a Model Controller, a Federation 

Manager and a Federate Starter. 

 

The Federation Manager (FM) is a component that orchestrates the execution of one or more models. This could 

be an experiment manager that varies parameters over given ranges and collects the results, an optimizer that 

does the same but tries to set the input parameters such that the models outputs are maximized / minimized, or 

an EMA Workbench (Exploratory Modeling and Analysis) that carries out a Monte Carlo analysis of a model with 

deeply uncertain parameters. 

 

 
2 A C++ implementation is available on https://github.com/riebl/sim0mqpp. This is not of the highest quality, and may 

require a bit of an update. 

I4driving 

model 

External 

simulation 

software  

Interface Interface Sim0mq 

https://emaworkbench.readthedocs.io/en/latest/
https://github.com/riebl/sim0mqpp


 

The Model is controlled by Sim0MQ messages rather than by an interactive user interface. Therefore, each model 

needs a Model Controller (MC) in addition to the model logic, which is responsible for receiving and sending 

instructions from the Federation Manager to execute its model logic according to specifications. 

 

The Federate Starter (FS) is a lightweight executable to start a federate on a local node as a (sub)process. The 

Federate Starter listens to external messages, e.g. from a Federation Manager. The Federation Manager sends 

messages to Federate Starters to start model components, loggers, data collectors, etc. It can start a federation 

as soon as all required model components are on-line. It might kill model components that are finished, or that 

take too long to finish. 

 

The Load Balancer (LB) takes care of distributing multiple models over different nodes or processors in a network. 

Each node has its own FederateStarter to start models. The LoadBalancer could be linked to e.g., Kubernetes to 

be able to create new nodes on the network. 

 

The Web Server (WS) is an extension of the Federation Manager, that serves multiple web browser sessions with 

models that are executed on the network. In addition to the remote control of the model that the Federation 

Manager offers, the WS messages also take care of informing the user about the state of the model, such as 

parameter settings, animation, and graphs. 

 

The Time Manager offers light-weight control for time synchronization for distributed model components, where 

the model components are executed in a relaxed time synchronization fashion using a lookahead function. 

 

The interaction between FM, LB, FS, and MC works roughly as follows: 

 

 
Figure 5-2: Interaction between Sim0MQ components. 

 



 

The steps are as follows: 

1. The Federation Manager (FM) instructs the Federate Starter (FS) to instantiate a model with a Model 

Controller (MC) 

2. FS instantiates MC as a process on its machine, and stores the process id to be able to end the process 

later 

3. FS requests the status of MC to see if it has been properly initialized 

4. MC answers with a status message to FS 

5. FS reports to FM the model has been properly started 

6. FM sends the run control parameters (run length, warmup period, random number generator seeds) to 

MC 

7. MC answers with ack/nak (acknowledgement / negative acknowledgement) about the reception of the run 

control parameters to FM 

8. FM sends model parameters for the model run (one-by-one) to MC 

9. MC answers with ack/nak about the reception of the model parameters to FM 

10. FM instructs MC to start the model 

11. MC answers with ack/nak about the success of the start 

12. FM loops to ask the status of the model to MC (has it been finished?) 

13. MC answers with the status (running, stopped, finished, error, ...) to FM 

14. FM sends a request to MC to send results (statistics) after the model has finished 

15. MC sends results (statistics) to FM 

16. Optional: FM sends a model reset to MC to bring the model into its initial state (useful for models that take 

very long to start) 

17. Optional: MC sends ack/nak about the success of the reset, after which MC continues again at step 6 

18. MC sends a message to FS to kill the model (as the FS runs on the same machine / node as the model, 

and it has stored the model's process id) 

19. FS asks the MC to stop the model and the process 

20. In case that fails, FS kills the model forcefully 

21. FS reports back to FM that the model has been terminated 

5.3.1 Message structure  

The messages for SIM0MQ are aimed at executing distributed simulations. This means that multiple models, or 

so-called federates (a logging component in a federation is not a model, but still gets messages), have to exchange 

information. The idea behind the SIM0MQ messages is to build in some fault-tolerance, e.g., by clearly defining 

the sender and receiver of the message and the type of each field in the message. In this way, one can check the 

validity of the message in the given circumstances. Furthermore, it is considered to be useful to know the message 

type, to avoid mistakes for parsing the wrong message. Although it adds a bit to the message overhead, the 

benefits of not parsing and interpreting a wrong message clearly outweighing the transmission of a few bytes. In 

cases where many short messages of a certain type are sent, untyped messages could be preferred over typed 

simulation messages. Finally, when multiple simulations are running in parallel, it is important to know for which 

running simulation the message is intended. In case it gets delivered to the wrong simulation, it can be discarded 

and potentially, the mistake can be logged. 

 

All fields are serialized with the standards as defined in the djunits-serialization manual, which describes the 

encoding/decoding (aka serializing/deserializing, marshalling/unmarshalling) of different types of fields, such as 

primitives, vectors, matrices, strings, and scalars, vectors and matrices with units. In addition, endianness is taken 

into account for the (de)coding of the fields in the messages. 

 

The message structure of a typical typed Sim0MQ simulation message looks as follows: 

• Frame 0. Magic number = |9|0|0|0|5|S|I|M|#|#| where ## stands for the version number, e.g., 01. The 

magic number is always coded as a UTF-8 String, so it always starts with a byte equal to 9. 

• Frame 1. Endianness = Boolean with the 1-byte prefix that indicates whether this message using little 

endian or big endian encoding. Big endian is encoded as true, and little endian as false. 

• Frame 2. Federation id. Federation ids can be provided in different types. Examples are a 64-bit long, or 

a String with a UUID number, a String with meaningful identification, or a short or an int with a simulation 

https://en.wikipedia.org/wiki/Endianness


 

run number. In order to check whether the right information has been received, the id can be translated to 

a String and compared with an internal string representation of the required simulation run id. Typically, it 

uses a String to provide maximum freedom. In that case, the run id can be coded as UTF-8 or UTF-16. 

• Frame 3. Sender id. Sender ids can be provided in different types. Examples are a 64-bit long, or a String 

with a UUID number, a String with meaningful identification, or a short or an int with a sender id number. 

The sender id can be used to send back a message to the sender at some later time. Typically, we use a 

String to provide maximum freedom. In that case, the sender id can be coded as UTF-8 or UTF-16. 

• Frame 4. Receiver id. Receiver ids can be provided in different types. Examples are a 64-bit long, or a 

String with a UUID number, a String with meaningful identification, or a short or an int with a receiver id 

number. The receiver id can be used to check whether the message is meant for us or should be discarded 

(or an error can be sent if we receive a message not meant for us). Typically, we use a String to provide 

maximum freedom. In that case, the receiver id can be coded as UTF-8 or UTF-16. 

• Frame 5. Message type id. Message type ids can be defined per type of simulation and can be provided 

in different types. Examples are a String with a meaningful identification, or a short or an int with a message 

type number. For interoperability between different types of simulation, a String id with dot-notation (e.g., 

DSOL.1 for a simulator start message from DSOL or OTS.14 for a statistics message from 

OpenTrafficSim) would be preferred. In that case, the run id can be coded as UTF-8 or UTF-16. 

• Frame 6. Message id. An id that identifies the message, which can be used to send a reply to a message. 

Typically, message ids are unique per sender, but could also be unique globally, or reused once the earlier 

usage has expired. Often, message ids will be encoded as an int or long, but a UUID is also possible. 

• Frame 7. Number of fields. The number of fields in the payload is indicated to be able to check the payload 

and to avoid reading past the end. The number of fields can be encoded using byte, short, or int. A 16-bit 

positive short (including zero) is the standard encoding. It can also be an int or long, allowing for messages 

with a vast number of fields. 

• Frame 8-n. Payload, where each field has a 1-byte prefix denoting the type of field. 

 
Message Example 

Suppose we have a simulation called IDVV.14.2 in which a message to change the (double) simulation speed to 

the value 0.2 is sent, of which the message type is DSOL.3. The message is sent by "MC.1" and received by 

"MM1.4". Suppose the message number is 124. The whole message is sent using big endian encoding. Then the 

message looks as follows (note that the double representation of 0.2 is 0x3FC999999999999A): 

 

|9|0|0|0|5|S|I|M|0|1|6|1|9|0|0|0|9|I|D|V|V|.|1|4|.|2|  

|9|0|0|0|4|M|C|.|1|9|0|0|0|5|M|M|1|.|4|9|0|0|0|6|D|S|O|L|.|3|  

|3|0|0|0|0|0|0|0|124|1|0|1|  

|5|0x3F|0xC9|0x99|0x99|0x99|0x99|0x99|0x9A| 

or field by field: 

0. Magic number:   |9|0|0|0|5|S|I|M|0|1|          (String, 5 chars, SIM01) 

1. Endianness:     |6|1|                          (Boolean, true, Big Endian) 

2. Federation id:  |9|0|0|0|9|I|D|V|V|.|1|4|.|2|  (String, 9 chars, IDVV14.2) 

3. Sender id:      |9|0|0|0|4|M|C|.|1|            (String, 4 chars, MC.1) 

4. Receiver id:    |9|0|0|0|5|M|M|1|.|4|          (String, 5 chars, MM1.4) 

5. Message type:   |9|0|0|0|6|D|S|O|L|.|3|        (String, 6 chars, DSOL.3) 

6. Message id:     |3|0|0|0|0|0|0|0|124|          (Long, 8 bytes, 124) 

7. Nr of fields:   |1|0|1|                        (Short, value 1) 

8. Payload:        |5|0x3F|0xC9|0x99|0x99|0x99|0x99|0x99|0x9A|  (Double, 0.2) 

 

For further information about the messages in Sim0MQ, refer to its manual3.  

 
 

 
3 https://sim0mq.org/manual/  

 

https://sim0mq.org/manual/
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